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Abstract
The distortion in the HRC has two components: a low-frequency component from the

OTA and ACS optics, and a high-frequency component introduced by the particular filter

used. We use a polynomial to treat the general distortion caused by the optics, and use a

supplementary correction table to treat the fine-scale distortions introduced by ten of the

commonly used wide-band filters. This new distortion correction is accurate to better than

0.01 pixel, and appears to be quite stable over time. In the process of constructing this

correction, we naturally have to develop accurate techniques for measuring stars. We extend

the effective-PSF work we did for WFPC2 to the HRC, and find that we can measure bright

stars to an accuracy of better than 0.01 pixel in each coordinate in a single exposure. We

also find that the PSF core appears to change shape very little, either with location on the

chip or over time, even though the ratio of core-to-halo flux can change over time by ±3%
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due to breathing. We construct a library PSF for each of ten broad-band filters and make

these available to the community.

1. Introduction

The high resolution and deep wells of the HRC make it the clear instrument of choice

for small-field-of-view differential astrometry. In this report, we use HRC images taken of

the core of the globular cluster 47 Tuc to explore the issues that impact astrometry with

the HRC, namely PSFs and distortion.

1.1. Many uses for PSFs and improved distortion corrections

The main purpose of this document is to demonstrate how one can do precise

astrometry with the HRC. However, astrometry proper is not the only application that will

benefit from accurate PSFs and good distortion models. Having accurate PSFs is useful

for a variety of other tasks, such as: PSF-fitting photometry, galaxy-profile deconvolution,

weak-lensing studies, point-source subtraction, etc. Similarly, high-precision distortion

corrections can improve drizzling and facilitate co-registration of images taken through

different filters. Better distortion corrections will therefore improve many ACS products.

The distortion correction presented here was designed with astrometry in mind. Our

goal was to model the distortion to better than 0.01 pixel globally for several common

filters. The standard correction (Meurer et al. 2002) was constructed for the F475W filter

using 4th-order polynomials. This correction is accurate to about 0.1 pixel globally. We

have improved upon this correction in two ways. First, we include an additional correction

to treat the local fine-scale distortions of about 0.10 pixel which appear to be introduced by

each individual filter. Second, we treat the filter-dependent offsets and differences of scale,

which can amount to 0.5 pixel or so. Our final correction should be accurate to about 0.01

pixel.

Many applications will not require distortion correction or image co-registration with

this accuracy, so we encourage users to choose the simplest correction which suits their

needs. Since errors of 0.10 pixel can impact drizzle quality, it was decided that this more

detailed correction should be incorporated into the ACS pipeline. The final details of this

implementation are currently being ironed out.

Many users may be interested in using this distortion correction without needing to
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understand all the details of its derivation and evaluation. Sec. 8 provides some FORTRAN

routines and other tools that can be used to access our correction and PSFs.

1.2. Corrections for the WFC

This write-up concerns distortion in the HRC. We are currently working on a similar

write-up for the WFC. The situation with the WFC is complicated by several factors. First,

the WFC PSF changes appreciably with position in the chip, so that an array of PSFs

must be constructed for each filter. This is largely due to the variations in chip thickness

which lead to variations in the charge-diffusion kernel across the chip (see ISR-2003-06 by

Krist). Also, there are not as many multiply overlapping observations of the same dense

field for the WFC, so it is more difficult to perform independent evaluations of its distortion

correction.

We already have in hand distortion corrections for the WFC which are good to about

0.02 pixel for about 10 WFC filters. We have a supplemental program (GO-10252) to

measure a solution to 0.005 pixel for the most useful WFC filters, F606W and F814W. We

supply the current version of our WFC correction as a FORTRAN subroutine along with

the HRC download material (see Sec. 8). The ACS+WFPC2 branch is currently working

on implementing our WFC corrections into the ACS pipeline as well.

1.3. Organization and brief summary of this document

The distortion correction derived and evaluated in this document is based on three

data sets taken of the center of 47 Tuc. Section 2 describes these data sets.

In Sec. 3 we examine the HRC PSF. We find that the PSF can be modeled accurately

enough to yield astrometric positions good to about 0.005 pixel. We also look into how

spatial or time variability of the PSF might affect this accuracy. We find that the PSF does

not change shape much from one place on the detector to another. Thus, a single PSF can

be used to treat the entire chip. We find that telescope breathing appears to induce focus

variations that shift some flux from the PSF core to the inner halo, without changing the

shape of the core very much. These variations appear have a larger effect on photometry

than on astrometry.

In Sec. 4 we show that the HRC distortion has two major components. One component

comes from the optics and can be modeled with a simple polynomial. The other component

arises because each filter introduces a small perturbation on the general solution, with a
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typical coherence scale of ∼75 pixels and a typical amplitude of 0.05 pixel. We construct a

hybrid distortion correction which accounts for the large-scale distortion with a 4th-order

polynomial, and then uses a fine-scale look-up table to account for the peculiarities of each

of ten broad-band filters. In Sec. 5 we evaluate the accuracy and stability of this solution.

In Sec. 6 we calibrate the scale of our solution by comparing commanded POS-TARGs

with the observed displacements between image frames. Sec. 7 gives some general advice on

how distortion issues might impact the planning and the reduction of HRC observations.

Finally, in Sec. 8 we describe how to use and where to find all the files and software

discussed in this write-up: the PSFs, the star-finding and star-measuring programs, and the

distortion-correction routines themselves.
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2. Data Sets Used in this Study

The core of 47 Tuc has nearly the optimal density for exploring PSF- and distortion-

related issues. There are about 6000 stars in each 1024×1024 HRC image, and about half

of these stars are bright enough and isolated enough to be measured well on the detector.

2.1. The programs

The initial distortion program (GO-9028) observed the core of the cluster through the

F475W filter, at a range of pointing offsets. This blue filter was chosen in order to reduce

the background due to the few (∼100) red giants in the field, so that the more plentiful

turnoff stars could be measured as accurately as possible.

A supplemental program (GO-9443) was taken through the same blue filter, in order

to provide an observation of the same field at an orthogonal orientation so that the large

skewing terms of the distortion correction could be measured empirically. This program

also included single observations in other filters, in order to explore any variation of the

distortion correction with filter.

There is an additional set of observations (GO-9019) that will be useful here. These

images were taken to constrain the low-frequency flat fields, and consist of ten observations

with large offsets, through each of ten broadband filters. These observations will allow us

to derive an empirical PSF for each of these ten filters, and to solve for the distortion in

this larger set of filters as well.

Table 1 lists and describes these three data sets.

2.2. A word about images

We should point out that all of the operations we discuss in this report are performed

on the flat-fielded images that come from the pipeline (such as j8bt01l8q flt.fits), and not

on the distortion-corrected, drizzled images (j8bt01l8q drz.fits). The drizzling process

involves a resampling of the data, which naturally degrades much of the astrometric

information present in the original image. It turns out that the PSF is very nicely behaved

in the un-resampled flt images, so there is no need to operate in the “corrected” drz

frame when dealing with point sources.

Our general astrometric strategy will be to measure accurate positions in these raw
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chip-based frames, and then to correct these measured positions for distortion. Once we

have positions in a distortion-free system, we can use simple linear transformations to relate

positions measured in different images.

It is obvious that positions should be measured on the flt images and not on the

resampled drz images, but there are also some advantages to measuring fluxes on the

undrizzled images as well. This is particularly the case for faint or crowded sources, where

use of a PSF model will allow optimal measurement. Nevertheless, special care must be

taken to arrive at properly calibrated fluxes from the flt images. First, it is important to

note that the flt images have been flat-fielded by the pipeline to preserve surface-brightness

rather than flux. Thus a position-dependent correction must be applied to point-source

photometry on the flt images (see Sec. 8 for hrc zpa.f). Also, the official calibration

has been provided only for the drz images, thus some bootstrapping will be required to

calibrate the flt photometry (see Appendix D for an example of how to do this).
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Table 1: Available HRC data sets at the center of 47 Tuc.

Program Date Filters Nimages Offsets PA V3 Exposure

GO-9028 05 Apr F475W 40 0.′′12 to 7′′ 8.4 60s

(Meurer) 2002

GO-9019 12-14 Apr F250W,F330W 10 ea 10′′to 20′′ 15.8 60s

(Bohlin) 2002 F435W,F475W

F555W,F606W

F625W,F775W

F814W,F850LP

GO-9443 24 Aug F475W 6 0.′′12 to 1′′ 99.4 60s

(King) 2002 F250W 2 (none) 230s,460s

F330W 1 (none) 350s

F435W,F555W 1 ea (none) 350s

F606W,F814W 1 ea (none) 350s
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3. The HRC PSF

3.1. Differential Astrometry

The absolute pointing accuracy of HST is good to only an arcsecond or so. Therefore all

high-accuracy astrometry with HST will necessarily be differential astrometry. Differential

astrometry can be divided into two distinct tasks: (1) measuring accurate positions for

stars in individual images and (2) comparing the relative positions for stars in different

images. The first task requires an accurate model of the point-spread function (PSF). For

the second task, we need an accurate distortion correction. This section concerns the first

task. The distortion will be discussed in Sections 4 and 5.

The HRC PSF is marginally well sampled in most filters, but it is still important to take

care in modeling it. In this section, we will (1) derive a PSF for each filter, (2) determine

the accuracy with which we can use the PSFs to measure stars, and (3) investigate how

much the PSF changes with time and with location in the chip.

3.2. A word about PSFs

It is worth noting at the outset that the PSFs we derive here are “effective” PSFs,

rather than “instrumental” PSFs. Mathematically, the effective PSF is simply the

instrumental PSF convolved with the response function of a pixel:

ψE = ψI ⊗ ΠPRF . (1)

The effective PSF, ψE(∆x,∆y), is a continuous function that tells us what fraction of a

star’s light should fall within a pixel that is centered at an offset (∆x,∆y) from the center

of a star.

We chose to model and use ψE rather than ψI once we realized that when we model

images of stars, we never deal with the instrumental PSF directly: all our data comes to

us in the form of flux integrated over pixels. Similarly, whenever we try to model the PSF

itself, we must deal with the same pixel-integrated data in the stellar images. Therefore it

makes sense to avoid the elusive instrumental PSF altogether, and deal with the PSF only

in pixel-integrated form—what we call the effective PSF (ePSF). This turns out to be a

major convenience in PSF-fitting, and it introduces some economies in PSF modeling as

well. In the following sections, it should be understood that “PSF” will always refer to our

constructed effective PSFs.

In Anderson & King (2000, AK00), we provide a detailed exposition on how to derive
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Fig. 1.— The x and y profiles of the PSFs found for the various filters.

and use effective PSFs in WFPC2 images. In the Appendix to this ISR we give a brief

tutorial on the ePSF concept and show how to construct and use ePSFs in HRC images.

Many of the details of the present section are fleshed out there.

3.3. The PSF for each filter

GO-9019 is the only one of the three programs that has a good set of multi-pointing

images for a variety of filters. We use the observations from this program to construct an

empirical PSF for each of ten broad-band filters: F250W, F330W, F435W, F475W, F555W,

F606W, F625W, F775W, F814W, and F850LP. The details of how we construct the PSFs

are given in the Appendix.

We show the x and y profiles for the ten PSFs in Figure 1. Note that the diffraction

rings become more distinct from the core for filters of increasing redness. Table 2 gives the

peak value of the ePSF and the FWHMs in x and y for each filter.
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3.4. Measuring stars with the PSFs

The Appendix describes the exact procedure that we use to fit PSFs to stars in

HRC images. In this section we evaluate the accuracy of our position measurements by

comparing positions for the same stars as measured in images taken at different pointings.

These comparisons will necessarily involve using the distortion correction (which we will

derive in Sec. 5). It should be understood that constructing PSFs, measuring positions for

stars, and solving for the distortion are all very interdependent operations. In practice, it

takes several iterations to develop a consistent model for everything. Here, we show the

final position quality that is possible when we use the best PSFs and the best distortion

corrections in concert.

Fitting accuracy. We use the set of ten F475W images of the GO-9019 data set for

this initial evaluation of accuracy. We measure all the stars in all ten images and correct

each position for the distortion at that location. We use a global 6-parameter linear

transformation to relate the positions found in each image to the frame of the central

pointing. This gives us between 5 and 10 measurements for each star’s position in the frame

of the central image.

We take these 5 to 10 measurements for each star and find the average and the

standard deviation. This standard deviation is an indication of our measuring accuracy for

each star. We determine an average magnitude and a magnitude error for each star as well.

In combining the photometry, we note that, although all the GO-9019 images were taken

with the same exposure time, we usually must allow for a slight zero-point shift between

the images; this is typically 0.m03 and is likely due to a small breathing-related variation in

focus from exposure to exposure (see Sec. 3.5).

Figure 2 shows the internal astrometric and photometric errors as a function of m,

the instrumental magnitude (−2.5 log10[fluxDN]). Saturation sets in at about m∼−15, or

106 e−. It is clear that we are deriving extremely accurate positions. For the brightest stars,

the measuring accuracy is considerably better than 0.01 pixel (0.25 mas) in a single image.

This accuracy decreases to about 0.02 pixel at m ∼ −10 (104 e−).

Possible systematic astrometric errors. In our initial work with WFPC2, we

discovered that the largest source of systematic error in positions comes from using the

wrong PSF model to measure stars. An incorrect PSF tends to induce a systematic error

in the stellar positions, related to where the stars fell with respect to pixel boundaries. We

call these systematic errors “pixel-phase bias” (PPB). This bias can be observed directly

by plotting the residual for an individual star image, δx = x − x̄, against the pixel phase,

φx = x− int(x+ 0.5) at which it fell in that image.
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Fig. 2.— The astrometric and photometric errors as a function of instrumental magnitude,

for stars in the F475W images of GO-9019. Stars were observed in at least 4 images, and

errors were determined from the rms of the residuals. The stars lying above the trend likely

suffer from crowding. Stars brighter than about −15 tend to be saturated. The position

error refers to the magnitude of the 2-D position error, (σ2
x + σ2

y)
1/2.

The top left panels of Figure 3 show the PPB that results from fitting a simple

Gaussian to HRC images. The x coordinate shows a distinct trend with phase, with an

amplitude of ∼0.01 pix. The smaller PPB in the y coordinate may be due to the fact that

the PSF is broader, and therefore better sampled, in y than in x. The lower panels show

the PPBs that result if if we use the PSFs derived here. Any bias in our positions is smaller

than 0.001 pixel.

Photometric pixel-phase bias. It is common for a CCD to have non-uniform sensitivity

within its pixels. This can be especially serious when a detector is undersampled. In that

case a large fraction of a star’s flux can land in a small region of a pixel that has a higher or

lower sensitivity than average, which results in a variation in the total counts recorded by

the detector. The ePSF formalism (see AK00, p. 1368) deals with this naturally by allowing

the PSF to have a different total volume for stars centered at different pixel phases. In

WFPC2, or example, the PSF volume can change by ±1.5% with pixel phase.

Since the HRC core is quite broad in even the bluest filters, we do not expect that
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Fig. 3.— (Left) Examination of astrometric residuals against pixel phase in x and in y

for a simple Gaussian-fitting method (top) and for our PSFs (bottom). (Right) Similar

examination for photometric errors.

a star’s integrated flux will depend much on where its center lands within the pixel. In

constructing our PSFs (see Appendix), we therefore chose initially to normalize the PSF

to have unit volume for all pixel phases. We then examined the validity of this simplistic

assumption by plotting the magnitude residual against pixel phase. This is shown for the

F475W PSF in the right panels of Figure 3. We detect no significant trends in these plots,

so it seems safe to assume a constant-volume PSF. (The lack of photometric trend with pixel

phase could also be related to the fact that the ACS detectors are backside-illuminated,

rather than frontside-illuminated.)

3.5. Variability of the PSF

The WFPC2 PSF is known to vary considerably, both over time and with position on

the chip. AK00 and Anderson & King (2003, AK03) discuss these variations and ways to

deal with them. Below, we examine in detail how much and in what way the HRC PSF

varies both with position and with time (long-term and short-term).

Most readers will probably be interested only in the bottom line: the PSF appears to
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be largely independent of position on the chip. Over time, the shape of the PSF core does

not appear to change much, even though the fraction of light landing within the core can

be affected by breathing at the 3% level.

3.5.1. Visualizing PSF variability.

It is difficult to visualize variation of the PSF. The PSF is a smooth two-dimensional

function of (∆x,∆y), which can vary smoothly over another two-dimensional space (x, y),

the chip coordinates. The PSF can also vary over time.

Whenever we fit a star with a PSF, we get a two-dimensional array of residuals, one

residual for each pixel in the star’s image. When we solved for the PSF (see the Appendix),

we examined together all the PSF-fitting residuals from all the stars throughout the chip,

to see if the fits could be improved by adjusting the PSF in any way. In this manner, we

converged upon the best chip-wide average PSF for the entire set of GO-9019 exposures.

Below we will examine the PSF-fitting residuals as a function of position in the chip and as

a function of time to see how valid our assumption of a constant PSF is.

3.5.2. Spatial variability of the PSF.

Figure 4 shows how the distribution of light in the PSF changes with position on the

chip. Overall, the fraction of light in the core varies by less than 2%, while the halo (beyond

4 pixels) has variations of 5 to 10% with position.

We have measured stars throughout the image with the spatially constant PSF and

find very little evidence of any systematic positional error related to variation of the PSF.

When we did this constant-PSF test with WFPC2 (AK00), we found that stars at the

center of the chip were measured well, but stars in the corners had systematic position

biases of more than 0.02 pixel. This required us to develop a PSF model for each WFPC2

chip that changed shape with location on the chip. Fortunately, it appears safe to use a

single PSF to treat the entire HRC chip.

3.5.3. Temporal variability of the PSF.

It is also important to see how the PSF may vary over time—from exposure to

exposure, and from visit to visit. To examine this, we used the F475W PSF found above



– 14 –

Fig. 4.— Variation of the distribution of light within the PSF, across the HRC chip. We

divide the 1024×1024 HRC chip into nine spatial regions. Within each panel we show how

the amount of light in each of the inner 9×9 pixels of a star’s image changes from place to

place on the chip. The numbers reported within each pixel correspond to the percentage

difference between the observed bin value and the PSF model. The central pixel in each

panel is marked by a solid box.

from the GO-9019 data as a “library” PSF to measure positions and fluxes for stars in the

other two data sets (GO-9028 taken 2 weeks earlier, and GO-9443 taken 3 months later).

Astrometry. We found that the PSFs from April 13 did quite a good job measuring

positions in images taken on April 5 and July 24 (all 2002). The position precision was

essentially the same as shown in Fig. 2, and we found no indication of any systematic errors

related to PSF-mismatch (at the 0.0015 pixel level).

This is encouraging. It indicates that it should be possible to use a PSF measured from
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one data set to measure positions in a different data set (taken through the same filter, of

course). Many observations do not have enough bright stars to allow empirical construction

of a PSF, therefore it will be useful to create a library of PSFs for the various filters that

can be used to measure other images. We provide such a library of PSFs for the ten filters

of GO-9019 in Sec. 8.

Photometry. While the focus of this ISR is more on astrometry than on photometry, it

is worth looking at how well our “library” PSFs can be used to measure accurate fluxes in

the flt images. The photometry reported here was performed by fitting a PSF model to

the 5×5 array of pixels centered on each star’s brightest pixel1.

We measured fluxes for all the stars in all the images of the three different data sets

with the same “library” PSFs. We found that these PSFs gave quite good internal results.

The relative photometry for stars within a data set was good to better than 0.01 magnitude

for the well-exposed stars, similar to what we saw in Fig. 2.

We did notice, however, that although all the images were taken with a commanded

exposure time of 60s, there appeared to be significant shifts in zero point from image to

image and from epoch to epoch. The top panel of Figure 5 shows the observed zero point

of each image relative to the average of that for the GO-9019 exposures. The zero point

can vary by up to 0.1 magnitude, or about 10% in flux level. The sense of this shift is

that a positive zero point indicates a lower measured flux level for that image relative

to the average of GO-9019. This is a distressingly large variation, since the hope is that

photometry can be calibrated to better than 1 or 2% in an absolute sense. We therefore

tried to track down where this variation could come from.

The middle panel in Fig. 5 shows as solid points the factor that relates the plate-scales

of the various images into the average GO-9019 frame. It is clear that there is a strong

correlation between the scale changes and the zero-point changes. We also show as

open circles the velocity aberration factor reported in the header of each image. This is

proportional to the dot-product of HST’s motion vector with the field direction during the

exposure. It represents the expected relativistic expansion of the field.

It is clear that both the zero point and the observed platescale are correlated somehow

1While larger apertures might be preferable for bright, isolated stars, smaller apertures or fitting radii

are more appropriate for faint stars or stars with nearby neighbors. The best way to measure these stars is

by fitting the flux in the core with a model. If we hope to relate faint- or crowded-star fluxes to the isolated,

brighter stars, we have to either measure them with the same technique or implicitly trust our PSF models.

It is, therefore, crucial to see how well core PSF-fitting can measure flux, even for the bright stars.
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with the orbit. However, the zero point cannot simply be a result of the velocity-aberration-

related scale change in aperture size. Such a change would be negligible—a factor of more

than 1000 smaller than what we see. The most likely explanation would be focus changes

due to breathing, which we would naturally expect to be correlated with orbital phase.

If the focus does change from image to image, we would expect the encircled energy

curve to change, transferring flux from the core into the diffraction rings. Since our

photometry routine measures only the flux in the core, such a redistribution of flux could

explain the observed zero-point shifts.

To investigate this, we used aperture photometry to measure the bright isolated stars

in all the drz images with two different apertures: one of 3-pixels radius and the other with

a 6-pixel radius. The bottom panel of Fig. 5 shows the average difference between these two

photometric measurements for the bright unsaturated stars in each image2. This difference

is equivalent to the aperture correction from r=3 to r=6 pixels. The plot tells us that there

is in fact more flux between r=3 and r=6 pixels in the images with the larger zeropoint

shifts. Therefore, it seems fair to attribute the zeropoint shifts to breathing-related changes

of focus.

3.6. Our Library PSFs

Even though the fraction of light in the core appears to vary by about 3% from

exposure to exposure, the shape of the PSF core does not appear to change much, either

with position on the chip or from exposure to exposure. Therefore, it may not be necessary

to derive an empirical PSF from each and every data set we wish to measure. It should

be possible to use a “library” PSF constructed for the appropriate filter, and still obtain

accurate relative positions and fluxes. This is extremely good news for those programs that

aim to do high-precision astrometry in fields that are too sparse to allow construction of an

empirical PSF.

It therefore makes sense for us to make available to the community the PSFs we

have generated for the ten filters discussed in this ISR. Sec. 8 gives the details on how to

download them, and the Appendix gives a brief tutorial on how to use them to fit stars in

images.

We also provide a simple FORTRAN program that reads in a PSF and an HRC

2Note that there are fewer drz images than flt images because two CR-split flt images are often

combined into a single drz image.
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image and returns a list of the positions and fluxes for stars in that image. The positions

measured with our library PSFs appear to be quite good, but the fluxes may have some

zero-point issues related to breathing. Since we fit the PSF to the core, our photometry is

particularly sensitive to the effects of breathing. Nonetheless, any technique that measures

fluxes (either on the flt images or on the drz images) using an aperture smaller than 20

pixels in radius will suffer somewhat from changes in the PSF profile. This of course makes

absolute calibration difficult. The Institute intends to address this issue in a future ISR. In

Appendix D, we provide a rough calibration for photometry measured with our routines.
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Table 2: Properties of the empirical PSFs for the various filters. The PEAK value of the

PSF tells us what fraction of a star’s flux lands in the central pixel when the star is centered

on that pixel.

FILE PEAK FWHM (x) FWHM (y)

(%) (pix) (pix)

PSFHRC.F250W.fits 14.3 1.60 1.80

PSFHRC.F330W.fits 16.7 1.55 1.90

PSFHRC.F435W.fits 15.9 1.70 2.05

PSFHRC.F475W.fits 15.9 1.75 2.05

PSFHRC.F555W.fits 13.3 1.90 2.25

PSFHRC.F606W.fits 12.5 2.00 2.35

PSFHRC.F625W.fits 11.7 2.10 2.45

PSFHRC.F775W.fits 9.4 2.40 2.80

PSFHRC.F814W.fits 8.6 2.50 2.90

PSFHRC.F850LP.fits 6.8 2.85 3.25
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Fig. 5.— Top panel: The observed photometric zero points for the individual exposures

relative to the average zero point in the GO-9019 data set. Middle panel: (filled circles)

Observed relative scale factors for each exposure relative to the average exposure in the

GO-9019 data set. (open circles) The VAFACTOR keyword from the image header, which

predicts the velocity aberration from orbital data. Bottom panel: For the corresponding

drz images, we show the average difference between magnitudes measured with a 3-pixel

radius aperture and one with a 6-pixel radius. The average for the GO-9019 data is indicated

by the dotted horizontal line. Larger values indicate more flux outside the core.
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4. Modeling the Distortion

Many readers will not need to know the details of how the distortion correction was

constructed. They should feel free to skip to Sec. 5, where we investigate how accurate and

how stable the solution is, or even to Sec. 8 where they can learn how to download it and

use it.

Because the ACS is so far off axis and because it was designed with a minimum number

of optical surfaces, its reimaging system produces a large amount of distortion. Most of this

distortion comes in the form of a skew: the x and y axes deviate from perpendicularity by

about 9 degrees. But there is a sizable amount of non-linear distortion as well.

In this section, we first review the previous solutions and show why an improved

solution is necessary for high-precision astrometry. We discuss the general complications

involved in self-calibration. We then construct the distortion correction for F475W in three

steps: first we treat the non-linear terms, then we add a look-up table to deal with the

fine-scale distortions, and finally we solve for the linear skew terms. At the end of this

section, we construct a tailor-made solution for each of the ten broad-band filters.

4.1. Previous solutions

Several distortion calibrations have already been constructed for the ACS cameras. An

initial solution was made from the ground, and can be found in ISR ACS-2002-02, by Cox

& Lindler (2002). The purpose of that calibration was to generate a rough idea of how

the ACS field-of-view projects onto the V2-V3 plane, so that when ACS was installed they

would have a starting point to help determine the locations of its apertures.

The in-house distortion program was done with GO-9028 by Meurer et al. (2002). They

find a 4th-order-polynomial solution for both the WFC and for the HRC. Their solution is

accurate to about 0.1 pixel, but the residuals indicate that there is some fine structure to

the distortion which the polynomial cannot adequately treat.

The main focus of the above solutions is to develop a global transformation from raw

chip coordinate to the V2-V3 plane, so that (1) the precise location of the apertures can be

established, (2) a world-coordinate system (WCS) can be associated with each observation,

and (3) dithered or mosaicked images can be stacked via drizzling into a geometrically flat

super-image. All these pipeline-type tasks can be done with a distortion correction that

is accurate to 0.2 pixel globally, however many of them will benefit from a more accurate

correction.
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High-precision astrometry, on the other hand, requires a distortion correction that is

at least as accurate as the positions we can measure for stars in images: 0.005 pixel in

the HRC (see Fig. 2). The solution does not necessarily have to be globally flat with this

accuracy. In dense starfields, we can often get away with measuring stars with respect to

their nearby neighbors, which requires only that the solution be flat on local scales. But

the sparser the star field, the more we are at the mercy of the correction’s global accuracy.

Therefore, our aim will be to construct a solution that is as flat as possible on all scales.

4.2. The need for self-calibration

The easiest way to determine a distortion solution for a detector would be to observe

an astrometric standard field where we know a priori the positions of all the stars in

a distortion-free system. Unfortunately, such a reference frame does not exist with the

precision, stellar density, and field of view that would be needed to calibrate HST. To

calibrate these instruments we would need a minimum of 1000 stars per detector. Each star

would have to have a position good to 0.15 mas (∼0.005 HRC pixel), and the system would

have to be globally flat over the entire field of view (3′ for the WFC, 30′′ for the HRC).

HST is the only instrument that can make such accurate observations for so many stars

within such a small field of view. Therefore, we are left with self-calibration as our only

recourse. We note that there are no WFPC2 observations that can provide a good reference

frame—the WF measuring accuracy is 8 times worse than the HRC’s and its distortion

solution is not known as well as we would like to know the solution for the HRC.

4.3. Our calibration plan

The distortion-free frame. Our distortion correction will take an observed position

(x, y) and will return a new position in a distortion-free frame (x′, y′):

x′ = x+ X (x, y)

y′ = y + Y(x, y). (2)

The distortion correction itself is (X ,Y). Before we can construct a solution, we must

decide upon a frame for the solution. Since any geometrically flat system can be offset,

rotated, and stretched, and still remain a geometrically flat system, we have the freedom to

choose the coordinate zero points and two of the linear terms of our system.

For convenience we would like our frame to be as close to that of the chip as we can
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make it, so that the correction itself will be as small as possible. We therefore choose the

correction to be zero at the chip center and for the scale and y-axis orientation of our

corrected system to agree with that of the chip at the chip center.

Steps to calibration. We will construct our solution in three steps. The first step will be

to fit the large-scale distortion with a fourth-order polynomial. In the second step, we will

model the fine-scale residuals of the polynomial solution. Finally, with the best non-linear

solution in hand, we can turn our attention to the linear terms.

There are several reasons for leaving the linear terms for last. First, when we are

dealing with images taken at the same orientation, the solution for the linear terms is

degenerate with the solution for the inter-image offsets—we cannot solve for the linear

terms without external information. Second, telescope breathing often affects the linear

terms more than the others. We can remove much of the effect of inter-image breathing

if we use a general 6-parameter linear transformation when comparing positions in two

different image frames. Such a general transformation masks any linear terms that may still

be present in the solution, so that it is impossible to solve for them. We will return to the

linear terms once we have established the higher-order terms.

4.4. Step I: The polynomial solution

The first step in our construction of a distortion solution is to determine the best global

polynomial solution. This polynomial will treat all but the linear terms, which we leave for

later (see above)

An iterative process. We should note at the outset that solving for a distortion solution

through self-calibration is very much an iterative process. When we have a set of 20

pointings (as in GO-9028), we do not initially know how they are related to each other:

how much they are offset from each other and whether there is any rotation among them.

The commanded POS-TARGs and ORIENTs can tell us something about this, but the

telescope-pointing precision is not nearly as accurate as the ultimate distortion solution

which we are seeking.

We must therefore solve for the inter-image offsets in the course of solving for the

distortion. In fact, the inter-image offsets we measure depend implicitly on the distortion

correction. Therefore as we improve our knowledge of the distortion, we also improve our

knowledge of how the pointings are offset with respect to each other.

The details of the iteration. The GO-9028 data set consists of 40 observations at 20
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different pointings, with various offsets. We compare every observation with every other

observation that is offset by at least 25 pixels and by no more than 500 pixels3. The 40

observations that we have give us about 800 such image pairs to compare.

In each image-pair comparison, we first correct the positions in both images with the

current distortion model. We next find the general, 6-parameter linear transformation from

the second image into the frame of the first. This allows us to compute for each star found

in both images a residual (δx, δy): the difference between where the star was found in the

first image and where the position in the comparison image says it should have been in the

first-image frame. We record this residual along with the raw position in the first image:

(x, y, δx, δy). Each residual gives us one estimate of the error in the distortion solution

(δx, δy) at one location (x, y) in the first image.

Each image has 4000 or so well-measured stars. If we inter-compare 40 different images,

then we have about 800 × 4000 residuals to work with. This amounts to several million

residuals, spread out across the chip. Of course each of these residuals has contributions

from many things other than the distortion at that point: there are measuring errors in

both frames, transformation errors, and any distortion-error present in the comparison

image at the location where the star was found there. But, if we examine all the residuals

from all image pairs, all the other contributions will average out and the trend of residual

against (x, y) will be indicative of the remaining distortion.

The global polynomial model. We begin solving for the distortion correction by

modeling the distortion residuals with 4th-order polynomials in scaled coordinates:

x̃ = (x − 512)/512 and ỹ = (y − 512)/512, where x and y are the raw measured positions

on the chip. The distortion correction is then:

X (x̃, ỹ) = Ax +Bxx̃+ Cxỹ +Dxx̃
2 + Exx̃ỹ + Fxỹ

2 + · · ·+Oxỹ
4

Y(x̃, ỹ) = Ay +Bxx̃+ Cyỹ +Dyx̃
2 + Eyx̃ỹ + Fyỹ

2 + · · ·+Oyỹ
4. (3)

In these scaled coordinates, the value of each coefficient indicates how large an effect (in

image pixels) the term has at the edge of the chip. All the terms have zero contribution at

the chip center.

Initially, the model has zeros for all the coefficients. We begin by computing the above

residuals using this initially null solution. We then find the polynomial coefficients that

3If the images are offset by less than 25 pixels, then we do not have much of a handle on distortion. If

the images are offset by more than half a chip, then the solution for the offset is too sensitive to errors in

the distortion solution, and convergence is difficult.
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best fit the residuals. Since we know that the parallel displacements of GO-9028 cannot

measure linear terms, we constrain the constant and linear terms to be zero here.

We now correct the positions of all the stars in all the images with this new solution,

re-compute the transformations and the residuals, and find the new polynomial coefficients

that best fit this new set of residuals. These coefficients tell us how the solution coefficients

should change to reduce the residuals. We adjust the coefficients by half the indicated

amount (to facilitate steady convergence), and iterate. With each iteration we continue to

constrain the constant and linear terms to be zero.

As we iterate, the distortion correction improves, our knowledge of the inter-image

offsets improves, and the residuals get smaller. We stop iterating when the adjustment to

the polynomial coefficients is less than 0.001 pixel.

The polynomial solution and systematic residuals. Meurer et al. (2002) and

Anderson (2002) both noted that there are significant systematic residuals from the

best-fitting polynomial solution. It is hard to visualize these residuals, because they are

two-dimensional residuals (δx, δy) spread across a two-dimensional space (x, y). Figure 6

shows the polynomial distortion model and the bin-averaged residuals from this model in a

vector diagram. These systematic residuals are typically 0.05 pixel in amplitude and vary

with a spatial frequency of ∼75 pixels.

4.5. Step II: The fine-scale solution

Figure 7 shows the raw residuals in a different way. We take three horizontal slices

through the image centered on y = 50, y = 512 and y = 950, and show the raw δx and δy

residuals from the polynomial solution as a function of x along each slice. When we first

noticed these residuals it was unclear what was causing them. We later noticed that these

fine-scale residuals were different for different filters, and it became clear that they are due

to some kind of fine structure in the filter itself (see Sec. 4.10).

The table correction. It would take a polynomial of 15th order or so to deal adequately

with these fine-scale variations. Such a polynomial would be extremely awkward. So we

chose instead to model the fine-scale portion of the solution with a simple look-up table,

which can be linearly interpolated to give the adjustment required at any point in the

image.

Our table will specify the two-dimensional correction at an array of 65×65 points

throughout the 1024×1024 pixel image—one every 16 pixels in each direction. We sample
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Fig. 6.— Left: vector diagram showing the non-linear polynomial solution; the largest vector

has an amplitude of 5 pixels. Right: vector diagram showing the residuals of the polynomial

solution. The separation between grid points corresponds to a residual of 0.04 pixel.

the table more finely than necessary so that we can impose some smoothness constraints

on it and interpolate it with simple bi-linear interpolation when we need to use it. Our

net distortion correction will then be the polynomial correction plus the look-up-table

adjustment.

Solving for the table. Determining the best values for the look-up table is an iterative

process similar to that for finding the best polynomial. We begin with a null table. As in

the previous section, we correct each position in each image for distortion using the current

model, compare the images pair by pair, and compute the residuals. We determine how to

adjust each entry in the table by taking a sigma-clipped average of all the residuals within

a radius of 16 image pixels about each grid point. We adjust the table value by half this

amount (again, to facilitate convergence), then smooth the new table with a 5×5 quadratic

smoothing kernel, as used in AK00 for PSFs. We iterate this process several times and

converge quickly on stable values for the look-up table of corrections.

Figure 8 shows the same residuals of Fig. 7, but after the table correction has been
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Fig. 7.— We show the raw residuals (δx, δy) for the pure polynomial model for three

horizontal slices through the image. The slices are located as shown and are 8 pixels tall.

The δx residuals are shown in the left panels and the δy residuals in the right panels. All

residuals are plotted against the x coordinate. The gaps in the top two graphs are due to

the occulting finger.

made. The improvement is dramatic. The rms of position residuals is as seen in Sec.

3.5—about 0.005 pixel in each coordinate for the bright stars. The size of these residuals

indicates that we are doing a good job both in measuring stars and in correcting the

positions for distortion.

4.6. Step III: Fixing the linear terms

Our target frame. We mentioned above (Sec. 4.3) that any distortion solution has two

free zero-order terms (the coordinate zero points) and two free linear terms (the scale and

the orientation). Thus far, we have set all four of the linear terms to zero, in an effort to get

the most accurate possible solution for the higher-order terms. We are now in a position to

specify the linear terms.

We choose our distortion-free frame to be coincident with the chip frame at (512,512)
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Fig. 8.— Same as Fig. 7, but for the polynomial-plus-table model.

and to have the same y-axis orientation and scale as the chip frame. This condition

translates into setting the two constant terms (Ax and Ay) and the two x linear terms

(Bx and Cx) to zero (see Eq. [3]). The remaining two linear terms are By and Cy; they

correspond, respectively, to a non-orthogonality between the x and y axes and a difference

in scale between the two axes. They are properly understood as linear “skew” terms. The

GO-9443 data set was intentionally taken with a 90-degree rotation with respect to the

GO-9028 set, so that we could measure these skew terms optimally.

We will not give all the details here of how we solved for the remaining linear terms,

but will just include them in the final solution. Anyone who is interested in the iterative

procedure we used can contact the first author.
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4.7. The complete F475W solution

We now combine the three stages of corrections into a single polynomial-plus-table

solution. We construct this final solution so that the all of the power in the solution from

linear to fourth order will be contained in the polynomial, and the table will contain only

higher-order variations.

Table 4 gives the final coefficients of Eq. (2) for the polynomial portion of the solution.

The value of each coefficient in the table tells us directly what contribution each term makes

to the distortion between the center of the chip and the corners, where all the polynomial

powers of x and y have magnitudes of unity. The complete F475W correction X (x, y) and

Y(x, y) is then the polynomial correction plus the interpolated table correction for that

point.

4.8. Comparison with previous solutions

We have compared our solution with the polynomial solution of Meurer et al. (2002).

Although the two solutions are in slightly different frames (different offset/rotation/stretch),

we can use a 4-parameter linear transformation to relate them directly. We find that

the non-linear terms of both solutions are nearly identical (to within 0.01 pixel almost

everywhere). We found, however that the skew-related linear terms of the two solutions

agree to only 2 parts in 104, which amounts to about a tenth of a pixel from center to

edge. In Sec. 6.2 we do two independent comparisons of our solution against the telescope

telemetry data and find that the linear terms of our solution appear to be good to better

than 2 parts in 105.

4.9. Periodic distortions

There is an additional possible source of distortion that results from a non-uniformity

in the detector grid. Anderson & King (1999) showed that the WFPC2 detector experiences

a 0.03-pixel skip every 34.1333 rows. This kind of pattern-based distortion must be treated

very differently from the distortion sources above.

It was initially thought that all the ACS detectors had a narrow column every 68.2666

columns, similar to the WFPC2 narrow row. We were able to see a pattern with that

period in the WFC flat field (see Anderson 2002), but have not seen any indication of row

or column irregularities in the HRC. The HRC flat fields appear to be quite smooth both
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Table 3: Coefficients for the F475W polynomial.

Coeff Term x y

A 1.0 0.0000 0.0000

B x̃ 0.0000 51.8452

C ỹ 0.0000 −62.4574

D x̃2 −0.8641 0.3611

E x̃ỹ 2.3551 −0.3806

F ỹ2 −0.1836 2.6221

G x̃3 0.0099 0.0532

H x̃2ỹ 0.0002 0.0349

I x̃ỹ2 0.0513 −0.0728

J ỹ3 0.0010 0.0671

K x̃4 0.0174 0.0265

L x̃3ỹ −0.1404 −0.0958

M x̃2ỹ2 −0.0995 0.0473

N x̃ỹ3 0.0026 −0.0296

O ỹ3 0.0028 −0.0700
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in x and in y.

We are in the process of writing up a similar distortion solution for the WFC. The

WFC correction which we provide as a FORTRAN subroutine, includes an astrometric

correction for the effect of this pattern.

4.10. Trying the F475W solution for other filters

Now that we have in hand an accurate distortion solution for the F475W filter, we

can see how the solutions for the other filters differ from this. Program GO-9019 took

observations in 10 different filters with a wide range of pointing offsets. We corrected

each observation with the F475W solution, intercompared the images using linear

transformations, and examined the residuals. We found that the polynomial terms appear

to be about the same for all filters, but the fine-scale portion of the solution does seem to

depend on filter.

Figure 9 shows a vector diagram of the average residuals for six different filters. This

suggests that the fine-scale distortion arises within the filter and is not due to the telescope

optics. It is clear that we need to develop a different 65×65 look-up table for each filter.

4.11. Our filter-specific solutions

We constructed a separate look-up-table correction for each filter. While the table

for F475W was designed to deal only with those higher-order variations that could not

be treated by the 4th-order polynomial, the tables for the other filters may contain some

small low-order components. For instance, Meurer et al. (2002) found that the F814W

and F606W solutions for the WFC have slightly different linear scales. In addition to

these slight stretches, we find that filters can also introduce small pointing offsets as well.

These differences have been incorporated into our residual tables, so that all chips will be

corrected into the same distortion-free frame (that of our F475W correction). If images are

taken at the same telescope pointing in different filters, the stars should land in the same

place in the distortion-corrected frame.

Table 5 gives some statistics about the filter-specific look-up tables. DX and DY refer

to the pointing offset (in pixels) between each filter and the F475W filter. The quantity

∆SCL refers to the scale difference between each filter and the F475W filter. A value of 1.0

would mean that the field-of-view (FOV) for that filter is larger by 1.0 pixel (from the chip

center to the chip edge) than the F475W FOV. The RMS refers to the size of the typical
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table correction. It is not surprising that the F475W correction has the smallest rms,

because the global polynomial was constructed as a best-fit to the residuals for this filter.

The complete correction for each filter consists of a polynomial correction X and Y

(which is the same for all filters) plus a tabular correction T FILT that is specific to each

filter:

xc = x+ X (x, y) + T FILT
x (x, y)

yc = y + Y(x, y) + T FILT
y (x, y) (4)

The value for the table at (x, y) is found by simple linear interpolation at the appropriate

location within the 65×65 table. The table is finely enough sampled and smooth enough

that linear interpolation is adequate.

We provide the above solution in a simple FORTRAN program named hrc gcf. It

accepts the chip-based (x, y) position and the filter number and returns the position in the

distortion-corrected frame (xc, yc). See Sec. 8 for information on how to download this

routine. We also provide the solution in various other forms, such as polynomials optimized

for each individual filter and fits images which can be interpolated to provide the solution

at any desired pixel location. See generate HRC.F for details on this.
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Fig. 9.— We show the average residuals for the various filters when we use a pure-polynomial

solution to treat the distortion. The largest vectors are typically 0.15 pixels. The separation

between grid points corresponds to a residual of 0.05 pixel.

Table 4: The properties of the filter-tables.

N FILT DX DY ∆SCL RMS

1 F250W 0.551 0.061 -0.050 0.060

2 F330W 0.381 0.106 0.046 0.062

3 F430W 0.367 -0.184 -0.001 0.043

4 F475W 0.000 0.000 0.000 0.032

5 F555W 0.137 0.217 0.020 0.052

6 F606W 0.428 0.216 0.025 0.044

7 F625W 0.245 0.037 0.000 0.040

8 F775W 0.245 0.148 0.032 0.049

9 F814W 0.418 -0.006 0.020 0.043

10 F850LP -0.072 0.067 -0.002 0.058
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5. Evaluating the Distortion Model

In this section we will evaluate various aspects of the distortion solution. First we will

do an independent test of the F475W solution by using it to examine data sets other than

the one that it was constructed with. Then we will do a similar independent check on the

filter-specific corrections. Finally, we look at how breathing and focus variations may affect

the solution.

5.1. Stability of the F475W solution

We derived the initial polynomial-plus-look-up-table solution from the F475W GO-9028

observations. We evaluate here how well that solution corrects the distortion in the GO-9019

and GO-9443 data sets, which were taken two weeks and three months later, respectively.

We start by measuring a positions and flux for every star in every image of the three

data sets. We correct each position for distortion, then compare each of the GO-9019 and

GO-9443 star lists against each of the GO-9028 star lists. For each image pair, we use a

general linear transformation to transform the GO-9028 positions into the frame of the other

image, and compute the position residuals in the GO-9019 and GO-9443 frames. These

residuals will tell us if there are any systematic errors in our distortion solution. Figure 10

distills these many residuals into a vector plot. There are some small systematic trends as

large as 0.005 pixel, but there are no gross discrepancies in the distortion solution. The rms

of the systematic residuals is 0.0015 pixel in GO-9019 and 0.0018 pixel in GO-9443.

This test indicates that the both the polynomial and fine-scale portions of the distortion

solution remained stable over the 4-month time span of the observations. We also checked

the filter-specific corrections in a similar independent manner and found no variation.

5.2. Global-type variations of the distortion solution

The comparisons in the previous section, we removed any linear trends before

computing the residuals. In Figure 11, we show how the apparent plate scale varies with

observation number. Note that the table portion of the correction for each filter includes

a scaling that (on average) brings the correction for each filter into agreement with the

F475W scale. The overall scale appears to be quite stable over the 4-month time span of

these observations. It appears that within an orbit, the scale can change by 2×10−5. This is

an extremely small variation, equivalent to a radial expansion of only 0.01 pixel of the field
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Fig. 10.— We compare the F475W images from GO-9019 and GO-9443 against the GO-9028

images. We divide the image into 16×16 bins and examine the systematic residual in each

bin. The circle at the left-bottom corresponds to a residual with a magnitude of 0.005 pixel.

The gaps at the top are due to the occulting finger.

of view. By contrast, the WFPC2 images of Omega Cen that we studied in AK03 showed

scale changes that were typically ten times larger. We note that 47 Tuc is far from both

the HST orbital plane and the ecliptic plane, so it does not experience very much velocity

aberration. A field in the ecliptic plane will experience an annual plate-scale variation of 1

part in 104, due to velocity aberration from the Earth’s 30 km/s motion around the Sun.

The VAFACTOR keyword in the image header gives the expected field expansion based

on the telescope’s space motion.

Linear variations such as those in Fig. 11 are extremely easy to deal with. Usually

when comparing relative star positions in two images, we do a general 6-parameter linear fit,

which automatically accounts for any offset, scale or skew differences between the frames.

AK03 showed that in WFPC2, hand-in-hand with the linear effects of breathing came some

non-linear effects as well, with an amplitude about 1/4 as large as the linear effects. This

perturbed the non-linear terms of the WFPC2 distortion solution at the 0.02-pixel level.

We have searched for similar non-linear perturbations in the HRC solution. We fit

the set of residuals for each image (x, y, δx, δy) with second-order 2-dimensional Legendre
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Fig. 11.— We show the fitted scale for each observation relative to all the other overlapping

observations. Each observation is plotted with a number corresponding to the filter used.

The dotted line corresponds to a variation equivalent to 0.01 pixel from chip center to the

edge. Points shown for filter #1 (F250W) that fell off the plot are plotted at the top or

bottom.

polynomials to look for non-linear variations in the distortion solution. We found that

the best-fitting Legendre coefficients typically had amplitudes of less than 0.005 pixels,

indicating that the distortion correction does not change much at all with scale.
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6. The Global Properties of the Distortion Solution

6.1. The detector frame

The solution which we derived in the preceding sections has been computed in a frame

that is as close as possible to the raw detector frame. It matches the detector in coordinate

value and y-axis orientation and scale at the chip center, (512,512).

This is a useful frame for working with and comparing images. There is, in fact,

no need to go into the V2-V3 frame of the telescope or into the absolute RA-Dec frame

to do differential astrometry. Relative positions are best measured with as few frame-

transformations as possible. For this reason, we generally adopt the distortion-corrected

frame of one of our observations as the reference frame for the measurements. Nevertheless,

even when doing relative measurements, we need to know the pixel scale of the frame and

how it is oriented with respect to the telescope axes, so that we can properly interpret our

differential measurements.

6.2. Setting the scale with the POS-TARGs

The GO-9028 and GO-9019 observations were taken with large commanded offsets. For

each image we have the commanded POS-TARG (in x and y) in arcseconds with respect

to the central pointing, and we also have the observed shift between each image and the

central image (∆X,∆Y ). We relate the POS-TARG offsets with the inter-image offsets

using a 4-parameter linear transformation:
(

∆xobs

∆yobs

)

=

(

A B

C D

)(

∆xPOS−TARG

∆yPOS−TARG

)

(5)

Table 6 shows the parameters for the linear fits found for the two data sets. In the

top section, we show A, B, C, and D, the parameters in Eq. (7). Below this, we distill the

linear terms into a scale, rotation and the ON- and OFF-axis skew terms. Finally, at the

bottom, we report the RMS residuals in the fit.

The average plate scale of our frame is 0.02827 arcsecond per pixel. The scales

derived from the two independent studies agree to better than 1 part in 104. The y axis of

the corrected frame appears to be inclined with respect to the POS-TARG-y axis by −0.◦55.

Since these observations were taken before the POS-TARG-y specification was refined by

in-flight data, this angle should be close to zero now.

The two transformations from chip to POS-TARG coordinates have non-zero skew
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terms (of about one part in 105). This is about the level of precision at which we trust our

linear-term calibration. The fact that the implied skew-terms are different for the two data

sets further indicates there is very little systematic skew error in our distortion solution.

6.3. Comparing our frame with the standard drizzled frame

Since STScI provides a distortion-corrected image along with each image, we thought it

might be useful to provide a transformation from our distortion-corrected flt-based frame

into the standard drizzled frame. So, we measured positions and fluxes for stars in an flt

image, corrected them for distortion and compared them against the positions measured in

the drizzled drz image. (We used a simple centroid method to measure positions in the

drizzled images, since the data have been resampled and PSF-fitting would be overkill.)

The linear transformation between our corrected frame (x′, y′) and the standard drizzle

frame was then:
(

xdrz

ydrz

)

=

(

584.85

562.27

)

+

(

1.13136 -0.00162

0.00199 1.13176

)(

x′ − 512.00

y′ − 512.00

)

. (6)

Note that our frame and the drizzled frame have a scale difference of 1.13166 and a rotation

of about 0.09 degrees. There is a slight amount of skew (3 parts in 104), since A 6= D

and B 6= −C. This is consistent with the amount of skew found between our polynomial

solution and the Meurer et al (2002) solution. The scale difference implies that the scale for

the drizzled image is 0.02498 arcsecond per pixel, very close to the 0.025-arcsecond target.
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Table 5: The relationship between observed offsets and POS-TARGs for the 20 F475W

observations of GO-9028 and the 10 F475W observations of GO-9019. “ON” and “OFF”

refer to the on- and off-axis skew contributions to A, B, C, and D.

Parameter GO-9028 GO-9019

A 0.0282823 0.0282786

B −0.0000645 −0.0001254

C 0.0000983 0.0000595

D 0.0282710 0.0282586

SCL 0.0282767 0.0282688

ANG −0.◦5182251 −0.◦5888870

ON +0.001% −0.001%

OFF +0.002% −0.003%

XRMS 0.′′002 0.′′004

YRMS 0.′′004 0.′′002
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7. Using the Solution

7.1. Dithering recommendations

The dithering strategy adopted for a particular program will depend on the goals of

the project and the anticipated sources of error.

If the target stars are bright (≥ 25,000 e− per exposure) and the goal is to determine

the most accurate possible differential astrometry with respect to some nearby neighbors,

then it might be best use large offsets between exposures, rather than small ones. This

way, the target stars and their neighbors can be observed in several different places on the

detector, so that any errors in the fine-scale distortion solution will average out. If there

are only a few reference stars spread out across the image, then it might not be possible to

take such large offsets, as it is more important to get all the reference stars in each image.

If the focus of the project is to get medium-accuracy astrometry good to ∼0.02 pixel

for faint stars, then there is no benefit in making large dithers, as the limitation in position

precision comes from the S/N in the stars and not the quality of the distortion solution.

For such a program, we would suggest dithering by only a few pixels (with fractional-pixel

offsets, of course), so that the target star and the reference stars can be observed at different

places in the pixel grid.

7.2. Doing differential astrometry

In our experience with WFPC2, it was the linear terms that were most susceptible

to telescope breathing issues and focus variations. Until additional data can be taken

and evaluated, we would recommend using general 6-parameter linear transformations,

where at all possible. (This 6-parameter transformation is in contrast to a 3-parameter

transformation—2-d offset and rotation—or a 4-parameter transformation—2-d offset,

rotation, and scale—that one might be tempted to use.)

7.3. Drizzling

The improved multi-filter solution presented here is currently being incorporated

into the STScI pipeline. Please check the ACS webpages to monitor the progress of this

implementation.
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8. Downloadable Material

Here we describe the data and computer programs that we have generated to fit stars

and perform distortion corrections in HRC images. All the following data can be found in

the subdirectories at:

http : //spacibm.rice.edu/̃ jay/HRC .

For simplicity the entire directory can be downloaded as the file HRC.tar.gz. The

directories include: the library PSFs, FORTRAN programs to measure images, FORTRAN

programs to perform the distortion correction, as well as this write-up and the figures

contained herein.

8.1. Our Library PSFs.

Each of our 30×30-pixel PSFs is stored in a FITS image. This PSF image is

super-sampled by a factor of 40 with respect to the image pixels. This makes the images

quite large: 1201×1201 pixels, but allows us to use simple linear interpolation to evaluate

the PSF at locations between the pixels. The names of the images are given in Table 2

(i.e., PSFHRC.F475W.fits). The PSFs are stored as long integers. To get the actual

PSF, divide the image value by 106. Storing them as long-integers makes gzip-compression

considerably more efficient and does not limit the accuracy noticeably.

These effective PSFs tells us what fraction of a star’s light will fall in a pixel which is

located at some offset with respect to the star’s center. To evaluate the PSF at an offset of

(∆x,∆y), simply linearly interpolate the PSF image ΨE(x, y) at a point:

x = 601 + 40∆x

y = 601 + 40∆y. (7)

Again, the appendix gives more details on how to conceptualize the effective PSF.

8.2. A useful FORTRAN program.

We have also created a simple FORTRAN program (img2xym HRC.F) which

finds stars in HRC images and measures them with the above PSFs, using the algorithm

discussed in the Appendix. The user tells the program the criteria it should use to find

peaks in an image or a set of images (down to how faint? how crowded can stars be?), and
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the program will return a list of the measured peaks in the image/images. The output file

has as its first three columns the x∗, y∗, and m∗ (instrumental magnitude −2.5 log10[f∗]) for

each peak it finds. The next three columns contain the distortion-corrected positions and

the pixel-area-corrected instrumental magnitude.

The program is designed to read the 1024×1024 HRC images that are in either the

flt (real*4) pipeline format (where the science image is in the first extension) or a simple

long-integer-format image (which we have found is much more compressible and does not

significantly degrade the data). The user should be careful to correctly set the LINUX

flag at the top of the program, so that the FITS data will be properly read into the

program’s arrays.

The program also allows the user to perform aperture photometry if no PSF is supplied.

For convenience, this same program can also be used to do aperture photometry on the

drz images, which is a necessary step in the absolute calibration.

8.3. The distortion-correction products

For users who want to perform distortion corrections outside of the img2xym HRC

environment, we provide the distortion correction in two different formats.

1) A FORTRAN program. The file hrc gcf.f contains a FORTRAN subroutine that

performs the distortion correction discussed in Sections 4 and 5. The subroutine contains

the polynomial and look-up table corrections for all 10 filters. The routine is invoked as

follows:

call hrc gcf(xin,yin,xout,yout, ifilt)

where xin and yin are the real*8 observed raw-chip positions, xout and yout are the

returned real*8 distortion-corrected positions. The parameter ifilt is the filter number

(1-10) from Table 4. If ifilt is zero, then no table-correction is used.

2) Image-based corrections. It may be easier for some to access the distortion correction

in the form of an image, rather than via a program in a specific programming language.

The FORTRAN routine generate HRC.F will generate the distortion corrections in the

form of fits images. This routine also generates the correction in output frames other than

our adopted frame—the standard frame and the drizzle frame. See the comments within

the routine for details.
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8.4. The pixel-area correction routine

We provide a routine that determines the area of a pixel from the polynomial solution,

and returns the correction (in magnitudes) that should be added to a measured magnitude

to correct for the fact that the flat-fielding that was performed by the pipeline preserves

surface-brightness but not flux. The correction is largest in the upper left and lower right

corners. The corner-to-corner amplitude is from −0.023 to +0.023. The subroutine that

corrects for this is hrc zpa.f. See Appendix D for a discussion of how to include this in the

final photometric calibration.
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9. Conclusions

In order to do accurate differential astrometry, we must be able to measure stars

well and compare the measured positions of stars in different images. We have studied

three different HRC data sets taken of the center of 47 Tuc to evaluate its potential for

astrometry.

We find that with a good model of the HRC PSF, we can measure positions accurate

to 0.005 pixel in each coordinate for well-exposed stars. The PSF core does not appear

to change shape appreciably with location on the chip or over time. Therefore, we have

derived PSFs for several broad-band filters and make them available to the community in

the form of fits images. In addition we provide a FORTRAN routine that uses our PSFs to

measure stars in HRC images.

We also developed a model for the HRC distortion that consists of a fourth-order

polynomial and a look-up table of corrections for each of ten different filters. The polynomial

deals with the large-scale OTA distortions, and the look-up table deals with the small-scale

distortions caused by each filter. This hybrid distortion model is accurate to about 0.005

pixel, and appears to be quite stable over time.

We constructed our solution in a frame that is as close as possible to the original image

frame. The scale of our corrected frame is 0.02827 arcsecond per pixel, and it is oriented

so that its y axis is aligned with the raw chip’s y axis. This y axis is also almost perfectly

aligned with the V 3 axis of the telescope. We have put our distortion solution into a simple

FORTRAN routine and make it available to the community as well.

The HRC has enormous potential for small-field-of-view differential astrometry. We

will certainly learn more as more images are taken with it, but from our study of these

three data sets it is clear that HRC is already well enough understood to make important

astrometric contributions.

We have already done a considerable amount of similar work for the WFC detector.

We find that it also requires a similar polynomial-plus-table solution. We already have

a good WFC distortion solution for several filters, as well as a routine to deal with the

periodic 68-column distortion. The only thing that remains to be done for the WFC

solution is to use the many observations of the outer field in 47 Tuc to explore any possible

time dependence of the solution. We hope to have a similar report for the WFC finished

sometime soon. We provide here an early release of our WFC solution as a FORTRAN

subroutine. The ACS team is currently working to implement our WFC correction into the

pipeline.
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APPENDIX: A BRIEF TUTORIAL ON THE ePSF

A. The effective PSF

Mathematically, the effective PSF is just the convolution of the instrumental PSF with

the pixel-response function: ψE = ψI ⊗Π. From a practical standpoint, ψE is a continuous,

two-dimensional function that tells us what fraction of a star’s light should fall within a

pixel whose center is offset from the center of the star by (∆x,∆y). If a star’s center is at

(x∗, y∗) and the star has a total flux f∗, then the flux in pixel Pij is simply:

Pij = f∗ · ψE(∆x,∆y) + s∗
= f∗ · ψE(i−x∗, j−y∗) + s∗, (A1)

where i and j are the x and y values at the pixel center and s∗ is the background sky value

for the star’s location.

In this appendix, we give a brief tutorial on the effective PSF: how to derive it from

images of stars and how to use it to fit stars. A more detailed discussion can be found in

Anderson & King (2000).

B. Deriving the PSF

One of the reasons we prefer to use the effective PSF rather than the instrumental PSF

is because the ePSF can be observed directly in each image of a star. The iPSF can only be

observed indirectly, since it must be integrated over the image pixels before we can use it.

To derive the ePSF, we can simply invert Eqn. A1. If we know the flux, position, and

background sky level for a star, then each pixel in a star’s vicinity gives us an estimate of

the ePSF at one point (∆x,∆y) = (i−x∗, j−y∗):

ψ̂(∆x,∆y) = (Pij − s∗)/f∗. (B1)

Each star, therefore, gives us an array of point-samplings of the ePSF, one for each pixel Pij

in its image. If we have many hundreds of stars in each of several images, then we typically

have several million point-samplings of the ePSF, from which we can construct a smooth

model for this continuous 2-d function.
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B.1. A purely numerical model.

There is a temptation to model the instrumental PSF as a sum of analytical functions

(such as Gaussians, Moffat functions, etc.), since the 2-d diffraction pattern bears some

resemblance to them. In the case of the ePSF, however, it is less clear that we should be

able to model ψE = ψI ⊗Π with an analytic function, since it involves a convolution with a

function that is not smooth. We therefore chose to develop a purely numerical model of the

ePSF. (Henceforth, we will drop the “e” before PSF, since it is understood which type of

PSF we are constructing.)

Our model of the PSF is based on a simple tabulation of its value at an array of grid

points, spaced at quarter-pixel intervals. Each of these PSF values reflects what fraction

of a star’s light would fall in a pixel centered upon that grid point. Stars can of course

be centered anywhere within a pixel, so we will need to evaluate the PSF at any point in

its (∆x,∆y) domain, not just at the grid-points. We use bi-cubic spline interpolation to

evaluate the PSF in between these coarsely spaced grid points.

We provide our library of PSFs in a fits file format, as described in Sec. 8.1. These

PSFs are sampled every 0.025 pixels (10× more finely) so that they can be evaluated by

simple linear interpolation.

B.2. Complications from undersampling.

Undersampling makes it difficult to determine the true shape of the PSF, and

consequently to measure accurate positions for stars. The HRC is considerably better

sampled than WFPC2 or the WFC, but it is still not formally well-sampled in most filters.

It is therefore important to take care in constructing the PSFs.

AK00 shows that it is possible to construct an accurate PSF model if we have a

dithered set of images, wherein each star is observed at several different pixel phases. To

construct our PSFs, we thus used the GO-9019 data set, which has 9 different pointings for

each of 10 different broadband filters.

B.3. Constructing the PSF by iteration.

AK00 contains a detailed discussion of the PSF-construction procedure for WFPC2.

Because the WFPC2 PSF changed shape significantly from one part of the chip to another,

in AK00 we had to construct a separate PSF for each region of the chip. The procedure we
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use for the HRC is actually somewhat simpler, since here we solve for a single PSF for the

entire chip.

We begin by computing initial positions and fluxes for all the stars, using a simple

Gaussian-fitting procedure. These initial positions and fluxes allow us to construct a large

number of PSF samplings, using Eq. B1 above. These samplings are spread out across the

(∆x,∆y) domain of the PSF. We construct our initial PSF model by taking the average of

all the samplings about each PSF grid point. We then subject this model to some simple

smoothness and normalization constraints (contact the first author for details).

Next, we iterate the procedure by taking the PSF model and using it to find improved

estimates of the positions and fluxes for all the stars. When we fit the PSF to each star we

get an array of residuals (one for each pixel). Each residual tells us where the PSF fit well

and where the model was too high or too low. We then examine all the residuals from all

the stars that are relevant to each PSF grid point and determine how to adjust the PSF

value at that point to improve the model. This process of tweaking the PSF and improving

the positions typically converges after a modest number of iterations.

C. How to fit the ePSF to stars

Equation A1 above shows how to fit the pixels of a star with the effective PSF. As with

any other photometry algorithm, one has a lot of flexibility in choosing which pixels to fit,

how to weight them, how to determine sky, etc. Below, we will present a simple approach

that uses this PSF to find fluxes and positions for isolated stars in images. We also provide

a FORTRAN program (img2xym HRC.F) that will read in an HRC image and one of

our PSFs and will find and measure all the stars in the image with one of our PSFs.

C.1. Fitting philosophy

In fitting stars, the goal is to determine the triplet of parameters (x∗, y∗, f∗) that best

describes the star’s distribution of pixel values. A star’s inner pixels contain the most

information about where the star is centered, since the PSF’s pixel-to-pixel gradient is

large only within a FWHM or so of the center. We therefore focus our fit for x∗ and y∗ on

the 5×5 pixels centered on a star’s brightest pixel, (i∗, j∗). In the course of solving for the

position we also must solve for the flux.
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The best fit for (x∗, y∗, f∗) is the one that minimizes

Q2 =
i∗+2
∑

i=i∗−2

j∗+2
∑

j=j∗−2

wij

[

Pij − s∗ − f∗ψij(x∗, y∗)
]2

, (C1)

where ψij ≡ ψ(i−x∗, j−y∗), the fraction of light that should land in each pixel for a star

centered at (x∗, y∗). To make this a formal chi-squared, wij would reflect the noise in each

pixel. Unfortunately, we do not know all the sources of noise. For example, at the center

of a bright star, the error in the PSF model, though quite small, is larger than the Poisson

noise. We generally set wij to the simple Poisson value: 1/Pij, which works well for bright

stars. The readnoise should probably be included for fainter stars when the background is

low.

In our work with the severely undersampled WF images, we also used wij to

down-weight the outer pixels somewhat, since there was not much signal in the outer

pixels of the 5×5 aperture. It is in general dangerous to introduce a weighting scheme

that depends sensitively on the placement of the model itself, since then the quality-of-fit

estimator may then say more about the weighting scheme than about the fit to the data.

With the broader HRC PSF, we have found it best to give all pixels in the 5×5 aperture

just their simple Poisson weight.

C.2. The best parameters

To find the optimal combination of (x∗, y∗, f∗), we step through a grid of guesses for

(x∗, y∗). At each position, we evaluate ψij, the fraction of the star’s light that should land

in each pixel based on the assumed center. We then solve for the optimal flux by taking:

f∗ =

∑

ij Pij − s∗
∑

ij ψij

. (C2)

This is the least-squares solution for the flux assuming Poisson-noise weighting. It is

essentially just a measurement of the flux within the aperture divided by the fraction of the

PSF that should have fallen in that aperture. It is possible to simultaneously solve for the

sky s∗ using the same pixels, but we find we get better fluxes by measuring the sky farther

out. We typically use an annulus of 6 to 10 pixels for the faint stars, and one of 10 to 15

pixels for the brighter ones.

This fitted flux now allows us to evaluate Q2 at any point in the 2-dimensional (x∗, y∗)

space of trial positions. We then choose the position that minimizes Q2.
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C.3. Concerns about non-circular apertures

It is common to use pixel weighting or pixel interpolation to measure star flux through

a “circularized” aperture. It is certainly true that the inner 5×5 square array of pixels will

contain a different fraction of a star’s flux depending on where the star’s center lies within

the central pixel. The ePSF formalism automatically accounts for this, and implicitly makes

the appropriate “aperture correction” for each star, based on where its center is within the

central pixel. The data come to us in the form of pixels, and it is important to respect

the pixellated nature of the data. (Note that this “aperture correction” does not take into

account the breathing-related focus variations which may change the PSF from exposure to

exposure. This variation must be addressed via the zeropoint-calibration.)

C.4. Crowded stars

We have not done much experimenting with the simultaneous fitting of crowded stars.

For this study, we have selected only those stars that are relatively isolated, i.e., stars that

have no comparably bright neighbors within 5 pixels or so.

In general, it is hard to measure accurate positions and fluxes for stars that are blended.

There are simply too many parameters to solve for from too few pixels. Nonetheless, there

are some special situations where simultaneous fitting will be useful. For these situations,

it might be possible to modify DAOPHOT (or some other photometry program which

deals with crowded fields) to use our PSFs. One could, for instance, create an artificial

image filled with our PSFs and let DAOPHOT derive a PSF in its own format from that.

DAOPHOT could then be used to measure a crowded field with our PSFs.

C.5. Saturated stars

Our 15-pixel-radius PSFs have been designed to be large enough to measure a flux for

almost any star in an image. For saturated stars we take sky from between 20 and 25 pixels

and fit the unsaturated pixels in an annular region about the star’s center. Fluxes and

positions for saturated stars are considerably less accurate than those for unsaturated stars.

In the routine we provide, we fit only the unsaturated pixels to get positions and fluxes

for the saturated stars. It is also possible to get accurate fluxes for saturated stars by

adding up the flux in the saturated and bleed pixels (provided that GAIN = 4 was used,

which allows sampling of the full well depth). We have not done this in our routine, since
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our focus has been more on astrometry than photometry, and the saturated pixels are of no

help to astrometry.

D. Photometric calibration

While the main focus of this write-up has been astrometry, our PSF treatment should

be amenable to good photometry as well. In some cases, such as crowded fields or low S/N

sources, we would expect that analysis of the flt images should provide better differential

photometry than will the drz images, since the latter have been resampled.

In order to transform photometry produced with the above code into the calibrated

system, the user would need to separately establish an appropriate zero point. Below, we

will construct such zeropoints for the GO-9019 data set. These should be roughly correct

for other data sets, but variation of the fraction of light in the core can introduce errors

of 0.03 mags or so. To get a more accurate calibration of photometry on flt images, one

should go through the following steps on the specific images one wants to calibrate.

In order to calibrate fluxes measured on flt images, we must translate them into

equivalent infinite-aperture fluxes on the drz images. It is worth noting here that the flux

scaling is slightly different for the flt and drz images, since the former have been scaled

to correspond to the surface brightness in 0.025 arcsecond pixels, even though the effective

pixel size is 0.02827 arcsecond. This factor must be accounted for in any calibration.

To start, we measured the bright unsaturated stars in each flt image with the

img2xym HRC routine, which fits the PSF model to the inner 5×5 pixels of each star. We

then performed aperture photometry on the corresponding drz images, using an aperture

of the 69 pixels within r=5 pixels. We also measured the aperture correction between 5 and

40 pixels and between 40 and 200 pixels from images taken of a very bright and isolated

star in GO-9664. The 200-pixel aperture can be considered to be infinite (De Marchi et al

2004). Thus, to convert our instrumental photometry to calibrated photometry we take:

mCALIB = mPSF + 2.5 log10(EXPTIME)

+ ∆mhrc zpa(x, y) + ∆mPSF
r=5

+ ∆mr=5
r=40 +∆mr=40

r=200 + ZPVEGA
STD . (D1)

The first term on the right side corresponds to the PSF-fitted instrumental magnitude,

−2.5 log10(f∗). The second term normalizes this for the exposure time (in seconds). The

third term is the pixel-area correction, from hrc zpa. The fourth term converts the PSF-fit

flux into an equivalent drz-measured flux with a 5-pixel aperture. The fifth term corrects

from a 5-pixel-radius aperture it to a 1-arcsecond aperture, and the sixth term makes it
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a 200-pixel aperture (essentially infinite). Finally, the last term is the infinite-aperture

zeropoint from the Institute.

In Table 6, we provide values for all the above zeropoint terms for each of the ten

filters. We give the value of the VEGAmag zeropoint from De Marchi et al (2004), and the

corresponding zeropoint for our system, such that:

mCALIB = mPSF +∆mhrc zpa(x, y) + 2.5 log10(EXPTIME) + ZPVEGA
PSF . (D2)

It bears repeating that the terms ∆mPSF
r=5 and ∆mr=5

r=40 can vary by a few percent from

exposure to exposure due to breathing-related focus variations.

The program img2xym HRC.F discussed in section 8.2 calculates both mPSF (the

thrid output column) and mPSF +∆mhrc zpa(x, y) (the sixth output column). The quantity

∆mhrc zpa(x, y) can also be calculated alternately with the program hrc zpa.f discussed in

section 8.4.
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Table 6: Conversion of VEGAmag photometric zeropoints into the PSF-based flt system.

For filters that are lacking data in the table, we use values from the most similar filter to

construct the zeropoints.

FILT ∆mPSF
r=05 ∆mr=05

r=40 ∆mr=40
r=200 ZPVEGA

STD ZPVEGA
PSF

F220W -0.0232 — —— 21.871 21.535

F250W — -0.2638 -0.0493 22.288 21.952

F330W 0.0148 -0.2368 -0.0590 22.904 22.623

F435W -0.0094 -0.2128 -0.0517 25.185 24.911

F475W -0.0197 -0.2040 -0.0525 25.623 25.347

F555W -0.0120 -0.2069 -0.0495 25.255 24.987

F606W +0.0067 — — 25.893 25.643

F625W -0.0231 -0.2122 -0.0489 25.195 24.911

F775W 0.0256 -0.3053 -0.0782 24.551 24.193

F814W 0.0562 -0.3679 -0.1095 24.849 24.428

F850L 0.1267 -0.5204 -0.2144 23.850 23.242


