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Abstract

We present results from a new, empirical, Normalized Halo Method of STIS/CCD focus
measurement relying on direct measurements of real and simulated point spread functions
(PSFs). We evaluate the eligibility of this method to be employed as a focus monitor by
comparison to phase retrieval results from STIS/CCD and WFC3/UVIS. Through the
application and comparison of phase retrieval and the Normalized Halo Method to
STIS/CCD F28X50OII observations, we find an absolute constant offset of approximately
3 µm secondary mirror despace and relative precision and consistency between the two
methods. We determine the Normalized Halo Method to be effective, suitable for
implementation as a STIS focus monitor, and a precise proxy of historical and current
STIS phase retrieval measurements.
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1 Introduction and Background

Focus is a critical consideration for all of the instruments onboard the Hubble Space Telescope
(HST), but it is particularly important for instruments with narrow slits, gratings, and
apertures. Degradation from optimal focus can decrease the amount of light focused or
centered on the slit or aperture, significantly decreasing the signal-to-noise ratio (SNR) of
an observation.

While this is obviously frustrating for scientists and people who directly use these data,
the entire HST community is affected as observation time may be increased or repeated for
programs that require a higher threshold SNR. Poor focus reduces scheduling flexibility and
wastes precious observatory time.

Given that the Space Telescope Imaging Spectrograph (STIS) is used frequently in its
narrow band imaging and narrow slit capacity, it is paramount that the STIS team have an
understanding of the instrument focus. Previous discussion of the STIS instrument focus
analyzed small aperture throughputs as well as performed phase retrieval on observations
that used the F28X50OII (OII) filter (Proffitt et al. 2017).

The 2017 report gave a detailed update on the state of the STIS focus, putting it in
broader context with the Hubble Space Telescope (HST) optical design; they discussed an
increasingly positive focus trend for STIS starting around 2011, and found that observed
throughput for STIS was decreasing as a result (Proffitt et al. 2017). We aim to append new
and update previous results by offering an extended timeline of available data and further
analysis of focus trends.
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1.1 Expected Focus Variations

Changes to HST focus (around 4 to 5 µm in amplitude) over short timescales are normal,
expected, and predominately caused by thermal expansion and contraction as HST changes
its orientation and position relative to the Sun and Earth; this is referred to as thermal
breathing. Current understanding suggests that in a given orbit (≈ 90 minutes), HST focus
begins more positive and trends more negative over time (M.P Lallo et al. 2006), with the
net difference sometimes approaching 10 µm. We accept these variations as part of HST
operations, and we do not seek to correct for them due to their high frequency.

In contrast, gradual changes to the HST focus that occur over long timescales such as
shrinkage of the optical telescope assembly (OTA), can be modelled more easily with a more
stable term. OTA shrinkage has historically been modelled with a double exponential (M.
Lallo et al. 2010), and in recent years the trend is asymptotically approaching a linear term
equivalent to negative a few microns per year. It is this consistent, predictable, trend that
motivates most of the historical refocusing of HST.

Trends that vary on timescales like OTA shrinkage can be corrected for with occasional
secondary mirror adjustments to HST, and these trends are what we are seeking to track
through measurement. Refocusing corrections have historically occurred every few years and
involve the secondary mirror being moved to keep HST focused at the scientific instrument
focal plane.

1.2 STIS Focus Challenges

There are inherent challenges when attempting to measure focus despace with sub-micron
precision; a primary example is measuring actual long term STIS focus shifts and avoiding
thermal breathing effects. All science instruments on HST (including STIS) are in the focal
plane of the telescope’s optical design, however an instrument’s relative focus with HST
may vary. Thermal considerations alone may vary the focus of HST and the instruments on
the order of 10 µm of equivalent secondary mirror motion (despace) over the duration of one
approximately 90 minute orbit, but we expect the relative differences between instruments to
remain mostly uniform in this time. In monitoring relative focus, we are seeking to identify
small-magnitude, long term trends (on the order of 1 µm over years) in a highly variable
system that can vary on the order of 10 µm over 90 minutes.

Setting aside challenges of determining the focus, there is the additional challenge of
what to do even if we know the focus with great accuracy and precision. While, there is
an onboard focus adjustment mechanism for STIS, and it was used once in 1998, it has not
been used since and is now considered a risk to use due to the possibility of malfunction or
instrument conditions degrading from its use (Proffitt et al. 2017). The power supply for
the adjustment mechanism also powers most of the components that move in STIS (filter
wheel etc.) meaning that a power failure could render STIS incapable of performing routine
science (Proffitt et al. 2017). This is the reason for the cautious approach to the STIS focus,
but if the focus were to degrade further, there are potential mitigations the staff at GSFC
and STScI could explore.

STIS has three detectors, each with a variety of optical elements that introduce corre-
sponding focal offsets. For focus measurements in this report, we use the STIS/CCD detector
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in conjunction with the F28X50OII (OII) filter. Due to its refractive index, the OII filter
applies a fairly significant focus offset from the spectroscopic/filter plane of STIS (Proffitt
et al. 2017). Initial intentions were to have the telescope focused at the spectroscopic/filter
plane; this differs from the best detector focus, even for unfiltered apertures, due to the offset
between the filter wheel and the detectors. The telescope can only be focused at one place in
the STIS optical assembly (optimized for the optical elements, or optimized for detectors).

The STIS detectors are optimized for focus values with no optical element in place;
therefore, employing the OII filter results in negative measurements even when STIS is at
nominal focus. STIS best focus (maximum throughput at the filter wheel) corresponds to
phase retrieval measurements around −6 µm (Proffitt et al. 2017); we use that value as an
estimate of our target focus.

In our results, we do not correct for any expected focus offsets for the OII filter, and all
measurements refer to equivalent secondary mirror despace. In order to mitigate effects of
outdated offset assumptions built into the software, we have reversed all documented “built-
in” corrections that we are aware of in our PSF simulation software, Tiny Tim (Krist et al.
2011).

The OII filter introduces focus offsets, but they are fairly well characterized. We use
the OII filter because it balances signal to noise ratio with a narrow wavelength throughput
and allows us to approximate sources as monochromatic, mitigating focus dependence on
wavelength.

1.3 Motivation for a New Method of Focus Measurement

Phase retrieval has been the standard method of determining the focus of STIS, as well as
other HST instruments, for about two decades. A sophisticated routine that is the result
of optics theory and is implemented with heavy iterative processing, phase retrieval is used
to measure focus, but it does a lot more than that. By analyzing point spread functions in
images, it fits a number of parameters (Zernike coefficients, or Zernikes), and focus is just
one of several “measured” results.

While very powerful, this broad approach may actually be a problem if phase retrieval
allows too many degrees of freedom and varies or tunes parameters to values that are not
realistic. Even regardless of that, the specific instance of phase retrieval we use for measuring
the focus of STIS has a number of disadvantages, such as:

• being developed in IDL 20+ years ago,

• having excessive (hidden) components and parameters,

• requiring frequent point-and-click user interaction to run,

• being unsupported software,

• and having authors that are no longer available for questions on its methodology.

Recently, due to its open-source nature, relative ease of use, and widely accessible doc-
umentation, python has been widely adopted at STScI and in scientific communities. In
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pursuit of a more thorough understanding of how the focus measurement process is working,
and as an independent check of its performance, we develop a new, empirical, (non-phase re-
trieval) method for focus measurement in python. Development in python is consistent with
a broader movement to advance open-source coding, ease of use, and accessible method-
ology/documentation. It is worth noting that we have no reason to doubt the results of
phase retrieval, but wish to cement a successor to phase retrieval that is fully-supported, as
effective, and hopefully more accessible.

2 A New Method

With the goal of finding a more accessible and more easily implemented method to measure
the focus of STIS, we suggest that to improve upon phase retrieval, the new method will:

• be fully supported

• be accessible with easily updated code

• be easily automated

• have a scripted interface

• have understood precision and accuracy (be sensitive to shifts in instrument focus)

• demonstrate consistency with historical results (phase retrieval).

The method presented in this report relies on constructing a relationship between focus
and a metric measured from simulated point spread functions (PSFs) and applying that
relationship to measurements on real STIS observations to determine their focus.

In order to construct a calibration of how STIS data vary with focus, we rely on Tiny Tim,
software that generates simulated point spread functions (PSFs) for specific configurations
of HST observations (Krist et al. 2011). Tiny Tim was developed pre-launch of HST, and is
no longer supported software (violating one of our ideal improvements).

Giving hope for a potential future solution, WEBBPSF is supported software that per-
forms a similar task to Tiny Tim and has been developed for the upcoming James Webb
Space Telescope. Adapting a more modern distribution such as WEBBPSF for HST/STIS
may be worth exploring, but is beyond the scope of this report. It should be noted that
Tiny Tim assumes a focal offset for STIS of 5:8 µm, we simply subtract this from the Tiny
Tim images’ focus values in order to remove it.

We generate simulated PSFs in Tiny Tim for STIS/CCD observations by fixing param-
eters such as:

• aperture: F28X50OII,

• PSF size: 3 arcsec,

• and subsampling: none.
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We vary only one parameter: the focus, over a range from -8 to 8 µm, by steps of 1 µm
in order to have a PSF for a range of focus offsets. By generating a simulated PSF for a
range of focus offsets, we can determine a relationship between the focus of the PSF and
a specific characteristic in the PSF. Once generated, we subtract 5:8 µm from the set focus
value, changing the focus range of our simulated PSFs to -13.8 to 2:2 µm. Figure 1 shows
simulated PSFs at four different focus levels, demonstrating apparent similarity between
them despite a focus range of 16 µm.

Figure 1: Simulated point spread functions for various focus offset levels. There is little detail that can be
resolved between the raw PSFs at different focus offsets. The apparent uniformity motivates the process of
subtracting the zero focus PSF.

In order to detect differences between PSFs of various focus levels, we scale the nominal
focus (0 µm offset) PSF to 98% of the source-PSF flux and subtract it.

We define the residual PSF at a focus offset of n as

RPSFn = PSFn − (0:98)PSF0; (1)

where PSFn is the source PSF with a focus offset of n and PSF0 is the nominal focus (n = 0)
simulated PSF.

We repeat this for the PSF at each focus offset (n values from -8 to 8 µm), resulting
in residual PSFs at the same focus offset intervals. Figure 2 shows the same PSFs after
subtracting the scaled nominal-focus PSF. These residual PSFs are much more sensitive to
focus variations, and contain enough information to construct a calibration between focus
and PSF structure.

By subtracting the nominal-focus PSF0, patterns due to focus differences become appar-
ent. We measure the differences in order to determine the relationship between focus and
the measured metric. Through experimentation and varying of parameters, the metric we
found to be most reliable and precise is a measurement of the number of counts in an outer
annulus of RPSFn (the residual halo) normalized by the counts in the core of the residual
PSF. The counts in the core region are scaled by source brightness and are approximately
the total counts in all regions (because there is little spatial spreading of the PSF for a focus
difference of a few microns), therefore dividing by the core effectively normalizes the metric
for varying brightness of sources. It is for this reason that we refer to this method as the
“Normalized Halo Method.”
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Figure 2: The residual PSFs formed by subtracting the nominal-focus PSF0 from PSFn at each focus
offset level. Note the positive and negative regions in the residual PSF, and the faint halo around the central
peak that changes from positive to negative as the focus offset gets more positive. We use the halo region
between the plotted apertures as a metric.

Mathematically, we can represent this metric as,

M =
Can

Ccore

; (2)

where Can is the number of counts in the annulus and Ccore is the number of counts in
the core region. Figure 3 displays the metric regions; those regions are overlayed onto the
residual PSFs as in Fig. 2. The count value in the halo region (blue) is normalized by the
count value in the core region (red).

Figure 3: Diagram of the measured metric regions. The metric is the counts in the blue annulus divided
by the counts in the red core. This metric is applied to RPSFn where n varies from -8 to 8 µm in steps of
1 µm (to generate calibration.

2.1 Constructing the Calibration

In order to construct a calibration that is applicable to real science observations, we sim-
ulate STIS images. The simulated images feature a normal distribution of noise, normally
distributed source fluxes, and 4 randomly placed (pixel-centered) source PSFs (simulated
via Tiny Tim). In a given image, all sources have uniform focus offsets.

To determine the calibration, we measure the metric (as above) on the sources in the
simulated images. Namely, we:

• extract source locations,
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• subtract the flux-scaled nominal PSF from each source to form residual PSFs,

• measure the metric for each residual PSF in the image,

• and average the source values into one mean for each particular image.

We repeat this process for each simulated image (each at a unique focus offset). The range
of focus is typically -8 to 8 µm by steps of 1 µm, we subtract 5:8 µm from the focus values
however, because Tiny Tim assumes (and applies) a 5:8 µm offset of STIS from HST focus.

Figure 4: Plot of derived relationship between measured metric and simulated focus values, constructed
via simulated images. Once constructed, this calibration is used to predict a focus value, given a metric
measured on the real image.

We perform a third order polynomial fit of the mean measurement for each image with
the known simulated focus offset for that image. The parameters of the calibration are
adjustable and it can be re-run on any simulated images, making it flexible and adaptable.
The results in this report were predicted by the above process being repeated 100 times; i.e.
we fit 100 different 3rd order polynomials to 100 different image sets with the -8 to 8 µm
focal range and averaged the results to find a single polynomial fit that performs reliably
despite randomness introduced in the simulated STIS images. Figure 4 shows the behavior
of the final calibration after being iterated 100 times.

To summarize constructing the calibration, we specify the focus offset of each simulated
image, making focus the independent variable. We then measure the metric of each simulated
image, making the metric the dependent variable. We find the relationship between focus and
the metric using a 3rd order polynomial fit. Once we want to apply this calibration however,
we do so in reverse. In order to determine the focus of real observations, we measure the
independent metric and apply the calibration to determine a dependent focus offset.

2.2 Measuring Focus of Real STIS Images

In order to apply the calibration to real STIS data, we measure the same metric as above
on the residual PSFs of the sources in a STIS image. To form residual PSFs, we perform
the same process as the calibration: scaling the nominal-focus PSF0 (Simulated PSF0) by
source brightness and subtracting it from each source in a real STIS image.
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Figure 5: Joint plot of the distribution of measured metrics for STIS OII ACCUM images, as well as the
distribution of the corresponding focus offsets. We see a normal distribution for the metric with a mean
around 0.1 and a range of -0.1 to 0.3. Sources that result in measurements outside of this range are easily
spotted as outliers and likely due to poor performance or non point-sources.

We measure the metric for each source in the image, average all the measurements in a
given image (thus assuming the image is at a single focus value), and apply our calibration
to that average metric to determine a corresponding focus value.

Figure 5 shows the distribution of the measured data on real STIS OII ACCUM images,
as well as the corresponding predicted focus values; the resulting scatter plot clearly demon-
strates that the defining relationship between the metric and the focus is the calibration
(from Fig. 4). The focus is determined by applying the calibration curve to the measured
metric.

In our calibration, we place all simulated sources at pixel-centers, which might affect our
method when applied to non-centered sources. However, we found no significant difference
in the focus distributions between sources that were well centered on a pixel, and those that
were not. Figure 6 shows the results of the analysis.

3 Results

We apply the Normalized Halo Method (NHM) detailed above to two different types of
observations, both taken with the OII filter and the STIS/CCD. The first data are ACCUM
science images (eg. parallel focus observation programs: 14063, 14425, and 14830), and the
second are Acquisition images (ACQs). Any image taken with the STIS/CCD that employs
the F28X50OII filter and contains point sources is eligible for focus measurement.

The ACQs are not technically science data, and an on-board rough minimum combine of
two dithered images to eliminate cosmic rays (Riley et al. 2019, Chapter 8.2) may result in
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Figure 6: Comparison of the measured focus values for sources that are well-centered and sources that are
not. The distributions overlap, resulting in no significant differences in the populations. This suggests our
metric is fairly independent of the pixel-centering of sources. There is a slight negative skew to the Centered
distribution, but we attribute this to smaller sample size.

poor repeatability and suppression of PSF features. Nonetheless, we analyze ACQs because
they are taken more frequently than ACCUM science programs with the OII filter and offer
improved time-coverage.

In constrast, ACCUM images are science observations; the raw files are downlinked and
processed in the calibration pipeline. This results in image data with high photometric
repeatability, the only downside being there are relatively few ACCUM science programs
that use the OII filter.

We present results from applying the NHM to both ACQ and ACCUM images. We
compare to STIS phase retrieval measurements (post-2017 made for this report, and inherited
pre-2017 values (Proffitt et al. 2017) and compare to WFC3 (UVIS 1 and 2) phase retrieval
results (Dressel 2019).

Figure 7: Distribution of measured differences in focus between extension 1 and 4 in 215 STIS OII ACCUM
observations. We might expect a slightly positive mean (and we find one) as extension 1 is exposed around
1 - 3 minutes earlier in the orbit and may tend to have a more positive focus due to thermal breathing of
HST. With 95% confidence, the mean difference is between −0:048 µm and 0:18 µm, based on 215 samples.
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3.1 ACCUMs

Most of the recent ACCUM programs that use the OII filter are deliberate focus moni-
tor programs, with occasional supplemental observations from other programs. We weight
the results from ACCUM programs more heavily than results from ACQs, as they tend to
demonstrate less variability.

As a check of method consistency, we compare the focus values for science observations
between science extensions 1 and 4 in a single observation1. Fig. 7 shows the distribution of
difference between focus results from extensions 1 and 4 for the same science observations.
We might expect a slightly positive mean, as extension 1 is taken earlier in an orbit, where
the focus tends to be more positive as a result of thermal breathing (M.P Lallo et al. 2006).
The small difference between the extensions and the tight distribution indicate the NHM
has good internal repeatability and consistency.

Figure 8: STIS focus values for two different methods, plotted as raw and one year binned. Phase retrieval
results are approximately 3 µm more positive than the new normalized halo method’s results, but the methods
have relative consistency. We also plot predicted best focus for STIS based on throughput analysis (Proffitt
et al. 2017); we simply subtract 3 µm from the phase retrieval best focus in order to plot the NHM best
focus. Phase retrieval results are even more positive using ACQ images, while the normalized halo method
has close agreement between the ACQ and ACCUM datasets.

1Extensions 1 and 4 are data from one orbit, taken in close succession with the intention that the only
differences between the arrays are cosmic rays and artifacts. The nearly identical observations can be logically
combined to form one image that has no cosmic rays. Here we take advantage of the exposures’ approximate
simultaneity to check consistency of our method, because the focus should be approximately uniform.
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Figure 9: Direct comparison of focus results from phase retrieval and normalized halo methods applied
to 244 STIS observations from 1997 to early 2019. Both distributions do not demonstrate any clumping
near the edges, suggesting sufficient dynamic range. A slope of almost exactly 1 suggests excellent relative
consistency between the methods, while the average offset is 3:04 µm over the lifetime of the instrument. We
map time of observations in color; notice the recent positive focus trend detected by both methods. There
are four observations that are outliers from phase retrieval (well beyond 3 � from the mean), and several
more that fall off of the linear fit. The outliers are from a single program executed mid-1998, suggesting
that there was an issue with those particular phase retrieval measurements. This demonstrates a primary
disadvantage of phase retrieval, these measurements may have only been taken once and are likely inherited
throughout the years due to the user-intensive process of phase retrieval.

Analysis of the NHM when applied to ACCUM images suggests the method has relative
consistency with phase retrieval, despite an absolute offset. The first row of Fig. 8 shows
the comparison between ACCUM results from phase retrieval and the new normalized halo
method over time; it demonstrates relative agreement between trends (eg. the increase
beginning in 2013). The relative consistency between the methods is emphasized in the
one-year binned version (top right plot, fig. 8).

In order to quantify relative consistency between the NHM and phase retrieval, we directly
compare the results of the two methods for individual observations going back to 1997 in
Fig. 9. The relationship appears linear, especially in the central-regime, and the near exactly
1-to-1 slope of the fit verifies the constant offset as a result. The constant offset from this
lifetime-inclusive analysis is approximately 3 µm. Given the consistency, it seems plausible
that an offset exists between Tiny Tim and the phase retrieval software that may be built-in
and uncompensated for - resulting in net 3 µm. Fortunately, we are generally more concerned
with relative focus changes than absolute focus values.

Looking with higher time resolution at particular focus monitoring programs (14063,
14425, and 14830), we see more of the same behavior. Figure 10 shows the focus measure-
ments for the two different methods from three particular orbits. The expected trend from
more positive to more negative is clear in all three orbits.
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Figure 10: Single orbit comparisons between the phase retrieval and normalized halo methods of focus
measurement. These deliberate focus monitor programs provide high time resolution ACCUM data. We see
that the beginning of an orbit is consistently more positive in focus offset than the end - thought to be a
result of HST thermal breathing.

3.2 ACQs

The more frequent nature of ACQ observations makes them a candidate for an automated
focus monitor, but also demonstrates the high variability in results from ACQs. While an
individual ACQ does not have repeatability or suggestive power, we can gain accurate focus
measurements when we apply a time-average to a distribution of ACQs. The bottom row of
Fig. 8 demonstrates the high variability of measured focus using ACQs regardless of method
on the left; the right side shows a one-year binned version, where a trend is more resolvable.

For the NHM results, the one year bin for the ACQs agrees quite well with that of the
ACCUM, suggesting that with a large enough sample size the ACQs can be predictive de-
spite higher variability. We can see that absolute agreement between ACQ and ACCUM
observations is better when applying the NHM, but the phase retrieval results also demon-
strate relative agreement. We might expect ACQs to have a more positive focus since they
are always taken in the first stages of a given orbit.

The relative consistency between the ACQ and ACCUM observations using the NHM
make the ACQs a viable candidate for use in an automated focus monitor - as long as the
sample size and timeline of ACQs is sufficient.

3.3 Comparisons to WFC3: UVIS 1 and UVIS 2

In order to put STIS focus measurements in broader HST context and get an understanding
of relative focus between instruments, we also compare our measurements to WFC3 (UVIS
1 and UVIS 2) phase retrieval results (Dressel 2019). Figure 11 shows the results of all STIS
ACCUM data (both methods) as well as phase retrieval results for WFC3 (UVIS 1 and 2).
The right side of the fig. 11 shows a one-year binned version to demonstrate trends more
clearly.

UVIS 1 and 2 phase retrieval results are relatively smooth in the 1-year bin plot, varying
only around 8 µm in the 10 years plotted and with no apparent discontinuities. The STIS
results (both phase retrieval and the normalized halo method) exhibit a similar total range
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