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ABSTRACT
Photometric tests using star cluster observations suggest that the current AstroDrizzle parameter
settings for artifact detection used in the MAST pipeline are too aggressive for the under-sampled
IR detector, frequently clipping the cores of stars and impacting the photometric accuracy of
drizzled data products. The current settings flag the cores of ~20% stars, resulting in magnitude
differences which are typically fainter by ~0.10 mag but which may be as large as ~0.5 mag. An
optimized set of parameter values has been derived by comparing various test cases with
photometry computed from drizzled data with no artifact rejection. The new default settings are
available via an updated MDRIZTAB reference file. Data quality (bit) flag settings have been
updated for compatibility with the latest IR calibration reference files, such that stable hot pixels
may now be treated as good data. Drizzled images produced using the improved darks and bad
pixel tables have ~1% lower rms in the sky and more uniform exposure weight images. Because
the new default drizzling parameter values may not be optimal for every dataset, users are still
encouraged to reprocess their observations with AstroDrizzle to verify that the best possible
science may be achieved.

I. Introduction
Distortion-corrected, combined observations for associated HST exposures are provided as
standard products from MAST. These products are generated using the AstroDrizzle software
available in DrizzlePac (Fruchter et al. 2010; Gonzaga et al. 2012), where the optimal parameter
values for each HST instrument are defined via a reference file known as the MDRIZTAB. The
parameter values currently in use for WFC3/IR data were defined in 2010 based on Cycle 17
testing, where each row contains parameter values specific to the filter used and/or the number of
images being combined.
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For IR images, the majority of cosmic rays are corrected by calwf3 as part of the “up-the-ramp
fitting” performed on IMA files, as described in Section 3.3.10 of the WFC3 Data Handbook
(Gennaro et al. 2018). While the resulting FLT images are relatively clean, additional cosmic rays
may strike the detector during readout, and these will not be flagged as part of the CRCORR step.
AstroDrizzle has its own set of steps for flagging artifacts, and these have historically been turned
on during drizzle processing to flag any additional bad pixels remaining in the FLT data.
Specifically, these have been used to clean drizzled images of any remaining cosmic rays or
detector artifacts which were not flagged in the bad pixel tables.
Recent pixel history analysis by both the ACS and WFC3 imaging teams have allowed for
improved data quality (DQ) flags which are populated in the calibrated FLT data products. The
new flags allow users to discern between stable and unstable hot pixel populations which change
over time (Borncamp et al. 2017 for ACS/WFC, Bourque et al. 2018 for WFC3/UVIS, and
Sunnquist et al. 2019a for WFC3/IR). Because the stable hot pixels are now effectively corrected
by the dark, albeit with slighly higher noise, they no longer need to be thrown away when
combining dithered observations with AstroDrizzle. To reflect this change, parameters controlling
the handling of data quality flags were updated accordingly in the MDRIZTAB for ACS/WFC
(Hoffman & Avila, 2017) and for WFC3/UVIS (Mack 2019). This report details changes in the
data quality parameter settings for WFC3/IR.
Additionally, photometric testing based on ACS/WFC observations of both star cluster data and
isolated HST standard stars (Hoffman & Avila, 2017) revealed that the parameter values used for
flagging cosmic-rays and other detector artifacts were too aggressive in many cases, resulting in
drizzled photometry which was often systematically low when compared to that measured in
calibrated FLT/FLC images (corrected for distortion via the pixel area map). Improved parameter
values were delivered as part of the updated MDRIZTAB, in addition to changes in the handling
of DQ flags based on the pixel history.
This report highlights improvements to the default AstroDrizzle parameter settings used by MAST
to generate drizzle-combined data products for the IR detector. Section 2 describes the star cluster
observations used for testing the optimal drizzling parameters, and Section 3 highlights the
improvement in the drizzled data by simply by using the new IR calibration and data quality flags,
without any additional flagging. Section 4 provides an overview of the mathematical algorithm
used by AstroDrizzle to flag and reject any remaining artifacts, and Section 5 highlights the
parameter values derived in 2010 for drizzling WFC3/IR observations. This section demonstrates
how to reproduce drizzled data products from MAST using any version of the MDRIZTAB
reference file. Section 6 describes aperture photometry testing to optimize the flagging of artifacts
and avoid the flagging of astronomical sources. Changes made to the methodology for computing
the sky background are described in Section 7, and a comparison of the new optimized drizzling
parameter values with the original 2010 parameter values are presented in Section 8. The findings
in this report are summarized in Section 9, along with a set of ‘Recommendations’ for users who
wish to manually reprocess their observations with DrizzlePac, for example to combine multiple
visits or to improve the pixel sampling for dithered observations.
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II. Star Cluster Observations
Dithered observations of the star cluster NGC 2210 from program 14164, Visit 11 were acquired
in late-2016 with WFC3/IR imaging obtained in parallel with ACS/WFC. Six consecutive
exposures of ~1400 seconds each were obtained in the F160W filter with STEP200 and
NSAMP=15. The ACS dither pattern for the six exposures was (-5, +5), (-3, +3), (-1, +1), (+1, 1), (+3, -3), (+5, -5) in units of arcseconds along a 45 degree diagonal. This translates to a nearly
vertical dither of 2.8” (or 22 pixels) along the IR detector y-axis. The large dither ensures that
photometry is not directly impacted by residual decaying signal (persistence) from prior exposures
within an aperture radius of 3 pixels or within the selected sky annulus of 8-10 pixels.

III. Drizzled Data using Old and New IR Calibration Files
Recalibration
Prior to 2019, all IR observations were calibrated using one of two bad pixel tables (BPIXTABs).
The first file ‘u4c1709ri_bpx.fits’ was delivered in April 2010 and has a USEAFTER of May 14,
2009. The second file ‘w681807ii_bpx.fits’ was delivered in June 2012 and has a USEAFTER of
June 13, 2010. The former contained ~20,300 flags (2.0% of the detector) and the later contained
~25,400 flags (2.5%), including DQ values of 4 (bad detector pixel), 8 (bad in zeroth read), 16
(hot), 32 (unstable). These statistics exclude the evolving population of IR blobs which are flagged
with a DQ value 512.
In 2014, a new set bad pixel tables ‘y7115*bpx.fits’ was delivered to CRDS, with a range of
USEAFTER dates capturing the appearance and position of each unique IR blob (McCullough et
al., 2014), but the underlying set of bad pixel flags was still based on the two original tables.
Additional bad pixel tables were delivered in 2017 and 2018 to capture the unique appearance date
and position of any new blobs (Sunnquist 2018).
The NGC 2210 cluster observations which executed in 2016 were calibrated with a dark reference
file from October 2013 ‘xag19298i_drk.fits’ and a bad pixel table from July 2014
‘y711520di_bpx.fits’. The later contains bad pixel flags defined in the 2012 reference file
‘w681807ii_bpx.fits’ described above.
For comparison between the old and new IR calibration, the RAW exposures were recalibrated
using the latest set of darks and bad pixel tables (Sunnquist et al. 2019a, 2019b). The new
superdarks incorporate an additional four years of dark calibration data and now contain timedependent pixel values for the ~3.5% of detector pixels that have changed their dark current since
launch. These include normal pixels becoming hot, unstable pixels regaining their stability, pixels
transitioning between between several stable dark current levels, and other pixels alternating
between two stable levels. As a result of this year-by-year comparison, the new superdarks provide
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an improved calibration for the changing hot and unstable pixels. A new data quality flagging
methodology allows users to ‘reclaim’ about 0.5% of the detector when treating stable hot pixels
as good, since they are now corrected in the science array when subtracting the dark.
Similarly, the bad pixel tables now track the changing population of bad pixels, ensuring that new
bad pixels are properly flagged, and pixels which revert back to good values are no longer flagged.
The new set of bad pixel tables ‘35620*bpx.fits’ were delivered in May 2019 and flag between
~22,800 pixels (2.2% of the detector) and ~26,300 pixels (2.6%), excluding the 512 blob flags, for
observation dates ranging from July 2009 through December 2018.

Drizzling
Because the star cluster observations were acquired with a large number of non-destructive reads
(NSAMP=15), the ‘up-the-ramp’ fitting step performed by calwf3 produces calibrated FLT images
which are relatively clean of cosmic rays. The photometry derived from the drizzle-combined
frames, without any additional flagging of artifacts by AstroDrizzle, may therefore be used as a
baseline for comparison in order to optimize the parameters for rejecting residual artifacts without
mistakenly flagging the core of astronomical sources (see Section 4).
In python commands below, AstroDrizzle was run twice, the first time with FLT files calibrated
using the old reference files and the second time with FLTs calibrated using the improved reference
files. All six dithered exposures were provided as input, and the four steps which control the
cosmic-ray/artifact flagging algorithm: ‘driz_separate’, ‘median’, ‘blot’, and ‘driz_cr’ have been
set to False. (These steps are described in more detail in the next section.) Only AstroDrizzle
parameters with non-default values have been listed for clarity, and only the parameters ‘output’
and ‘final_bits’ change between the two separate runs.
>>> astrodrizzle.AstroDrizzle('*flt.fits', output='cluster_norej_oldcal', skystat='mode',
skylower=-100, driz_separate=False, median=False, blot=False, driz_cr=False,
final_bits=0)
>>> astrodrizzle.AstroDrizzle('*flt.fits', output='cluster_norej_newcal', skystat='mode',
skylower=-100, driz_separate=False, median=False, blot=False, driz_cr=False,
final_bits=16)
The ‘final_bits’ parameter tells AstroDrizzle which DQ flags to ignore when combining frames
(eg. to treat as good data), and it assumes that all other non-zero DQ flags correspond to bad pixels.
Note that the default ‘final_bits’ parameter in the 2010 MDRIZTAB is set to 576, the combination
of 64+512. This treats pixels with a DQ flag of 64 (warm pixel) as good, although this flag is
obsolete and no longer populated. It also treats pixels with a DQ flag of 512 (blobs) as good data,
under the assumption that the user did not use the WFC3-IR_DITHER-BLOB pattern or a custom
dither of at least ~20 pixels. For this dataset, however, the dither offset between exposures is larger
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than the size of the blobs, so that pixels with 512 flags rejected and filled in with good data from
other dithered input frames.
With the old IR calibration, ‘final_bits’ parameter is therefore set to zero so that any flagged pixel
is rejected. With the new IR calibration, the data quality flags now distinguish between stable hot
pixels (DQ=16) and unstable hot pixels (DQ=16+32), and former may be treated as good data by
setting ‘final_bits’=16.
The drizzled science and weight images derived using the old IR calibration are shown in panels
1a and 1b of Figure 1, and those computed from the improved calibration are shown in panels 1a
and 2b. The difference between the two science arrays is shown in panel 3a and reveals a large
population of both positive and negative artifacts which were previously unflagged in the 2012
bad pixel tables. An example of a low artifact (likely an unstable pixel) is indicated with a yellow
circle and a high artifact (likely a hot pixel) is marked with a red circle. Each artifact is repeated 6
times due to the dither, and these artifacts are corrected, eg. properly flagged and replaced with
good data while drizzling, when using the new darks and data quality flags.
While the majority of artifacts in the difference image are a result of the old bad pixel table, some
additional artifacts remain in the recalibrated drizzled images. For example a bright hot pixel ~0.6
e-/sec, indicated with a green box, could be a hot pixel that was actually unstable but which was
not measured frequently enough to observe its time-dependent behavior. AstroDrizzle can be used
clean up any few remaining artifacts when using the new calibration, but it is important to verify
that the parameters are not too aggressive, improperly the flagging of cores of stars.
The weight images shown in Figure 1 provide an exposure time map of the combined drizzled
products and are much more uniform with the new calibration, with a standard deviation ~30%
lower than those derived using the old calibration. This highlights a major benefit of reclaiming
the stable hot pixels, especially when many dithered exposures are obtained. A more uniform
weight image may also allow for further improvement in the image sampling, for example when
shrinking of the ‘pixfrac’ value for an optimally dithered set of exposures which subsample the
PSF (Avila et al. 2015).
The improved weight images correspond to drizzled science arrays with slightly lower standard
deviation in the sky background, with an overall improvement ~1% for this dataset. The
photometry of bright sources is relatively unchanged when using the new flags since a single hot
pixel, defined as any pixel greater than 100 times the mean dark, or ~0.4 e-/sec (Dressel et al.
2018), contributes little to the flux of a bright star measured within a 3-pixel aperture. For example,
leaving a single unflagged hot pixel of 0.4 e-/sec for a source with 40 e-/sec (instrumental
magnitude of -4.0) changes the flux by only 1%.
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Figure 1: Drizzled products using the old and new IR calibration, with no additional flagging by
AstroDrizzle. Panel 1a shows a 40x25” region of the science array using the old dark and bad pixel
tables. Panel 2a shows the science array using the new calibration, where the stable hot pixels have
been treated as good data. Panel 3a shows the difference (1a-2a) between the two drizzled science
arrays. Circles highlight artifacts with both low (yellow) and high (red) residuals which were
unflagged in the old calibration and which carry through to the drizzled image. Each artifact is
repeated 6 times due to the dither pattern. Green squares highlight a single hot pixel ~0.6 e/s which
was properly rejected with the old calibration but which is unflagged in the new calibration. Panel
1b shows the drizzled weight image when treating every flagged pixels as bad, and panel 2b shows
a much more uniform weight image after ‘reclaiming’ the stable hot pixels.
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IV. AstroDrizzle’s Artifact (Cosmic-Ray) Flagging Algorithm
The series of steps performed by AstroDrizzle’s can be summarized into three main components:
(1) subtracting/matching the sky between input frames, (2) creating mask files for bad pixels (DQ
array) and cosmic rays (from the built-in rejection algorithm), and (3) drizzle-combining the input
images using the mask files, while applying geometric distortion corrections, to produce a clean,
distortion-free combined image.
Identifying cosmic rays and other detector artifacts is a major part of the AstroDrizzle software,
comprising four of the seven separate processing steps. The algorithm is described below and
provides insight on how to adjust the parameters ‘driz_cr_snr’ and ‘driz_cr_scale’ which control
the ‘driz_cr’ step and which populate the DQ array of the FLT with additional flags.
•

Step 3= ‘driz_separate’: Each input FLT image is separately drizzled to create an
undistorted copy in the output frame, where the WCS information in the single-drizzled
image header is used to align it with respect to a reference image (typically the first image
in the list).

•

Step 4= ‘median’: The aligned single-drizzled images are combined to create a “clean”
median image that approximates the appearance of a clean distortion-free combined image.

•

Step 5= ‘blot’: The “clean” median image is “blotted” (or reverse-drizzled) back to the
distorted image frame of each input FLT for statistical comparison with the original.

•

Step 6= ‘driz_cr’: The spatial derivative of each blotted median image is computed using
the ‘deriv’ algorithm which computes the absolute value of the difference between each
pixel and its four surrounding neighbors. For each pixel, the largest of these four values is
used by the ‘driz_cr’ algorithm to flag cosmic rays and other blemishes.
Each input FLT image is compared with its corresponding blotted median image. Where
the difference is larger than what would be expected from noise statistics, the flattening
effect of taking the median, or an error in the shift (where the latter two effects are estimated
using the derivative), the suspect pixel is flagged using the following rule:
| input_image - blotted_median | > ‘driz_cr_scale’ * deriv + ‘driz_cr_snr’ * noise
where ‘driz_cr_scale’ is the multiplicative factor applied to the derivative, and
‘driz_cr_snr’ is the statistical significance above the noise.
This step is repeated for pixels adjacent to pixels already flagged, using a more stringent
comparison criterion specified by the second value of the ‘driz_cr_snr’ and ‘driz_cr_scale’
parameters.
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V. Drizzled Data with the 2010 MDRIZTAB
The MDRIZTAB reference file defines the default parameters settings specific to each HST
detector which are used for drizzling observations in MAST. Each row in the table contains
parameters values specific to a given filter and the number of images being combined. The
reference file ‘ubi1853pi_mdz.fits’ currently used for producing drizzled data products was
delivered on 2010-11-18, and the drizzling parameters were changed from the ACS/WFC default
settings based on ‘Cycle 17 image processing experience’. These changes were not documented
an ISR but are described in the header of the reference file. These include:
•

Setting the drizzle parameters for wide and medium band filters in rows defined by filter=
‘ANY’. Listing the narrow band filters separately with the same parameters, except with sky
subtraction turned off.

•

Changing 'subsky' from 'no' to 'yes' for the grisms (G102 and G141)

•

Changing 'skystat' from 'median' to 'mode' for all entries

•

Changing 'driz_sep_bits' and 'final_bits' from 96 to 576 (to reflect the IR DQ flag definitions)

•

Changing N=6 rows to N=4, so that 'combine_type'= 'median' is used when N >= 4.

•

Relaxing 'driz_cr_snr' from '3.5 3.0' to '5.0 4.0'

•

Changing 'crbitval' from 4096 to 0, so that pixels flagged as cosmic-rays/artifacts are not
recorded in the FLT DQ array

•

Changing 'final_pixfrac'=0.8 entries to 1.0 for N=4

To account for the evolving population of bad detector pixels with time, the WFC3 team found
that AstroDrizzle’s cosmic ray flagging algorithm could be useful not only for rejecting residual
cosmic rays but also for identifying unflagged, deviant pixels in order to produce cleaner drizzled
data products until an improved set of bad pixel tables were computed.
Photometric testing described in Section 6 suggests that the parameter values for flagging residual
artifacts which were defined in the 2010 MDRIZTAB reference file were too aggressive, resulting
in a lower flux in the drizzled images for a subset of objects, compared to the FLT flux.
Furthermore, pixels flagged by AstroDrizzle were not recorded in the DQ array of the FLT images
(eg. 'crbit=0'), as they are for WFC/UVIS and ACS/WFC ('crbit=4096'). This made it difficult for
users to diagnose whether sources were flagged and rejected in the drizzled image simply by
blinking the FLT science array the updated DQ array of each exposure.
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Users frequently inquire how to reproduce the drizzled data products generated by MAST prior to
further manual reprocessing to test for the optimal drizzling parameters for each unique dataset.
The simplest way to manually redrizzle a set of calibrated FLT observations, without knowing
which specific parameters to adjust, may be performed via the following command, after placing
the set of FLTs in a local directory:
>>> astrodrizzle.AstroDrizzle('*flt.fits', output='cluster_mdz', mdriztab=True)
When using the GUI, this is equivalent to setting 'input'= '*flt.fits' and clicking the button ‘Update
from MDRIZTAB’. Parameter values which are different from the GUI defaults will change to red
for easy identification. This makes it more obvious which parameters may be important for testing
and their recommended values for each specific detector, without explicitly reading the contents
of the MDRIZTAB fits file. Calling AstroDrizzle with ‘mdriztab=True’ is equivalent to the
following python commands for wide band filters in the case of N=1, 2, and 4 input frames using
the 2010 parameter settings. As in Section 3, only parameters with non-default values are listed.
>>> astrodrizzle.AstroDrizzle('*flt.fits', output='cluster_mdz_n1’,
skymethod='localmin', skystat='mode', skylower=-100,
driz_separate=False, median=False, blot=False, driz_cr=False, final_bits=576)
>>> astrodrizzle.AstroDrizzle('*flt.fits', output='cluster_mdz_n2',
skymethod='localmin', skystat='mode', skylower=-100,
driz_sep_bits=576, combine_type='minmed',
driz_cr_snr='5.0 4.0', driz_cr_scale='1.2 0.7', crbit=0, final_bits=576)
>>> astrodrizzle.AstroDrizzle('*flt.fits', output='cluster_mdz_n4',
skymethod='localmin', skystat='mode', skylower=-100,
driz_sep_bits=576, combine_type='median', combine_nhigh=1,
driz_cr_snr='5.0 4.0', driz_cr_scale='1.2 0.7', crbit=0, final_bits=576)
Note that the default ‘bits’ parameter values in the 2010 reference file treat DQ flags of 64
(obsolete flag for warm pixels) and 512 (blobs) as good data. This assumes that most datasets have
not used the WFC3-IR_DITHER-BLOB pattern or a custom dither of at least ~20 pixels. The sky
subtraction is set to ‘True’ for wide- and medium-band filters and the grisms, and ‘False’ for
narrow-band images, and the default method is ‘localmin’ for all. For N=2 input frames, the
‘minmed’ option will produce an image that is generally the same as the median, except in cases
where the median is significantly higher than the minimum good pixel value. In this case, it will
choose the minimum value, assuming that artifacts are always positive. The sigma thresholds for
this decision may be provided by the ‘combine_nsigma’ parameter. For more details, users may
refer to the DrizzlePac Handbook (Gonzaga et al. 2012).
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VI. Photometric Tests to Optimize Artifact Flagging
Since the delivery of the 2010 MDRIZTAB, several users have reported to the HST/WFC3 Help
desk that photometry performed on FLT images (corrected by the pixel area map) differed
significantly from photometry on DRZ images for a subset of sources across the IR detector. As
suggested in Section 3, photometry derived from drizzle-combined frames produced without any
additional flagging of artifacts by AstroDrizzle may be used as a baseline for comparison in order
to optimize the drizzle rejection parameters.
Using the drizzled images produced from FLT data which was calibrated with the new IR reference
files, aperture photometry was performed with DAOPHOT (Stetson 1987) using the standard IR
3 pixel radius aperture. A sky annulus between 8-10 pixels was used to subtract the background
computed using the sigma-clipped ‘mode’. For easy reference, fluxes were converted to
instrumental magnitudes, mag = -2.5* log(flux/exptime), such that a -7.5 mag star has a flux of
1000 electrons/second within the 3 pixel aperture, and a -2.5 mag star has 10 electrons/second. For
the combined six-exposure drizzled image of 8400 seconds, the corresponding photometric errors
are ~0.001 mag and ~0.006 mag, respectively.
Source lists were defined only for portions of the image drizzled image where all six input frames
contributed to the stack. Circular regions around brightest stars were excluded to avoid sources
overlapping the diffraction spikes and Airy rings.
1.) Four or more exposures
All six dithered exposures were drizzled using the original 2010 MDRIZTAB parameter settings
and for several new test cases, progressively loosening the artifact flagging and rejection
parameters ‘driz_cr_snr’ and ‘driz_cr_scale’. The former defines the significance of the detection
above the noise, and no improvement in the photometry was found by simply raising this value.
The ‘driz_cr_scale’ parameter is the multiplicative factor applied to the derivative to determine if
the difference between the input frame and the blotted median image is significant enough to flag
as an artifact. AstroDrizzle’s flagging algorithm appears to be very sensitive to the value of this
parameter, suggesting that changes to the shape of the PSF between individual input frames may
be important. Typically this parameter should be loosened when the alignment between stars is
slightly off, but in this case the six images were obtained in a single visit and are already aligned
to better than 0.1 pixel accuracy.
Figure 2 plots the difference in magnitude between drizzled images with no additional artifact
flagging and the cosmic-ray/artifact rejected images for various test cases. The top panel shows
that the current value of the ‘driz_cr_scale’ parameter ‘1.2 0.7’ produces photometry which is
fainter than expected by up to several tenths of a magnitude for ~20% of the stars. Loosening the
parameter value to ‘2.0 1.5’ corrects the problem for the majority of objects, and the photometry
is nearly identical to the non-cosmic ray rejected data for the value ‘3.0 2.5’. This value is therefore
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selected as the MDRIZTAB default in the case of N=4 or more input exposures.

Figure 2: NGC 2210 photometry for N=6 dithered images, plotted as dMag vs ‘Instrumental’
Magnitude, where dMag = (NoCRJ – CRJ) in a 3 pixel radius aperture. The drizzled images with
no additional artifact rejection are compared with the cosmic-ray rejected data for various test
cases. The top panel shows that the current value of ‘driz_cr_scale’ = ‘1.2 0.7’ produces
photometry which is fainter that expected for ~20% of the stars at a level of several tenths of a
magnitude. The center panel shows a relaxed value of ‘2.0 1.5’, and the bottom panel shows the
optimized value of ‘3.0 2.5’ which is nearly identical to the non-cosmic ray rejected data. The red
lines show the impact of a typical 0.4 e-/sec hot pixel on the aperture photometry as a function of
magnitude, and the green lines indicate ± 3 times the error in dMag.
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Figure 3: NGC 2210 photometry as in Figure 2, except for N=2 dithered images. The top panel
shows dMag with driz_cr_scale='1.2, 0.7', the center with driz_cr_scale='3.0, 2.5', and the bottom
with driz_sep_bits=65535, driz_cr_scale='3.0, 2.5'. Overplotted in green is a bright star with
mag=-7.2 and dMag of nearly half a magnitude in drizzled image produced with the current (2010)
pipeline parameters. This object is described in more detail in Figures 4 and 5.
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Several horizontal populations in the delta magnitude residuals may be seen in Figure 2, and these
objects were selected for various bins (eg. dMag < -0.02, -0.06 < dMag < -0.02, -0.10 < dMag <
-0.06, -0.15 < dMag < -0.10, -0.40 < dMag < -0.15) and overplotted onto the drizzled science and
weight images. No obvious correlation with the magnitude residual and the position on the detector
was found, nor with the number of input frames contributing to the combined drizzled stack based
on inspection of the weight image.
2.) Pairs of Exposures
Artifact detection with AstroDrizzle using only two input exposures can be somewhat tricky due
to challenges in deriving a clean combined ‘median’ image for comparison with each FLT. As
described in section 5, the ‘combine_type’ algorithm for creating the median is set to ‘minmed’
for N=2 input frames. This option will produce an image that is generally the same as the median,
except in cases where the median is significantly higher than the minimum good pixel value. In
this case, it will choose the minimum value under the assumption that artifacts such a cosmic rays
or hot pixels are always positive.
Differential photometry with respect to the drizzled images with no artifact rejection is presented
in Figure 3, and the dMag values computed from images produced with the current pipeline
‘driz_cr_scale’ value of ‘1.2 0.7’ are even larger than for the N=6 case. Loosening the
‘driz_cr_scale’ parameter to ‘3.0 2.5’ value used for N=6 input frames improves the photometry
significantly but does not solve the issue for a subset of objects.
To better understand what is happening during the drizzling process, a single bright star with
mag=-7.2 (~780 electrons/sec) which is fainter by nearly half a magnitude with respect to the
baseline photometry is overplotted in green in Figure 3. A cutout of this star in the two individual
FLT frames is shown in Figure 4, and the source falls near the center of a pixel in the first image
image and at the corner of 4 adjacent pixels in the second image. The measured flux within the 3
pixel aperture is the same to ~1% in the two FLT exposures, but the PSF is more peaked in the
former, with full width half max values of 1.3 and 1.6 pixels, respectively.
Pavlovsky et al. (2011) investigated whether the IR detector is subject to variations in the intrapixel sensitivity and concluded that no such effect is found within the measurement error (~0.005
mag). This suggests differences in the PSF are primarily due to such pixel phase effects (eg. how
the light is distributed in the core of the star.) The ‘driz_cr_scale’ parameter is very sensitive to
this change in the shape of the light profile, and it flags the core of the star in the image with the
narrower, more peaked profile, resulting in a lower flux in the drizzle-combined image.
Figure 5 shows the radial profile of the star in the drizzled science array and in the corresponding
region of the weight image for each test case. For the current pipeline parameters, multiple pixels
are rejected in the core of the star, resulting in a clipped radial profile (blue) and a photometry
difference of -0.48 mag. With the relaxed parameter value of ‘3.0 2.5’ derived for N=6 exposures,
the weight image has fewer rejected pixels and the radial profile in green is somewhat more
peaked. However, the flux of the star is still fainter than expected by -0.24 mag.
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Figure 4: FLT frames for the 2 point dither, corresponding to the position of a -7.2 magnitude star
shown in green in Figure 3 with a magnitude difference dMag = -0.5. This extreme case occurs
when the star falls near the center of pixel in the first image ‘icw811rgq_flt.fits’, (x,y) = (739.0,
330.8) and near the corner of 4 adjacent pixels in the second image ‘icw811rnq_flt.fits’, (x,y) =
(739.6, 354.4). The PSF changes significantly between the two FLT frames, with FWHM values
of 1.3 and 1.6 pixels, respectively. Drizzle is sensitive to this change in the shape of the light profile
and flags the core of the star in the image with the narrower, more peaked profile (see Figure 5)
resulting in a lower flux in the drizzle-combined image.
Based on the hypotheses that the remaining clipping of sources is caused by an inaccurate median
image, the DQ flags for the ‘driz_separate’ step were set to 65535 so that all flagged pixels are
ignored and AstroDrizzle does not attempt to interpolate over artifacts when separately drizzling
each input frame. While the single weight images are used as input to create the median image,
the weight in these regions is non-zero due to the fractional contribution of neighboring good
pixels, and the ‘minmed’ algorithm selectively adopts the minimum (interpolated) value as truth.
Ignoring the DQ flags in the single drizzle step (eg. 'driz_sep_bits’=65535) appears to solve the
problem, and the radial profile shown in red has a magnitude difference of zero with respect to the
non-rejected drizzle combined image. Note that the weight image is still slightly low in this final
test case, and this is because the first exposure has a DQ flag value of 32 near the core of the star,
indicating that it is flagged as an unstable pixel, even though the flux in the two FLTs is nearly
identical.
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Figure 5: (Top left): The drizzled star from Figure 4 for two input frames. (Top right): The radial
profile is shown for three test cases: 1.) driz_cr_scale = ‘1.2 0.7’, 2.) driz_cr_scale = ‘3.0 2.5’,
3.) driz_sep_bits = 65535; driz_cr_scale = ‘3.0 2.5’. These correspond to dMag values of -0.48,
-0.24, and 0.0 with respect to the drizzled image with no artifact rejection, and profiles are color
coded with blue, green, and red points for tests 1, 2, and 3. The corresponding drizzled weight
(WHT) images are shown for each case. (An unstable pixel present near the center of the star in
one FLT image results in a slightly lower value in the final WHT image.)

3.) Single Exposures
For single (N=1) input exposures, Mack et al. (2007) suggest that photometry of single drizzled
ACS/WFC images is substantially improved when ignoring any flags in the FLT data quality array,
eg. the observed scatter in the relative photometry of two single drizzled frames is larger than the
scatter in the relative FLT photometry. This additional scatter cannot be a result of the correlated
noise introduced by drizzling, since this would only impact the faintest sources.
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To test this affect with WFC3/IR data, the parameter 'final_bits' was set to a value of 65535 (the
sum of all DQ flag values) and the resulting photometry compared with that derived when treating
all flagged pixels except stable hot pixels as bad, eg. ‘final_bits’=16. (Note that additional artifact
flagging is not possible with only a single input frame.) In the former case, the drizzled image will
be nearly identical to the original FLT frame, except that it will be corrected for distortion. In the
later case, science pixels flagged as bad will be replaced with an interpolated value based on any
fractional overlap from neighboring pixels. When the artifact falls near the core of a star where the
radial profile is changing rapidly, this can result in an inaccurate interpolated value.
For example, if only the corner of a neighboring pixel (say, 1/10 of a normal pixel) contributes to
a given output pixel, the flux in this pixel is rescaled according to its weight (multiplied by 10) to
determine the appropriate output pixel value. This can change the resulting flux for that star
significantly, when the interpolation occurs where the light profile is changing rapidly. The result
is that the total flux of the star is either underestimated (if the neighboring pixel is further from the
core of the PSF) or overestimated (if the neighboring pixel is closer to the core of the PSF). This
simple exercise demonstrates why the using the data quality flags to reject artifacts is not
recommended when drizzling single images, but only during final drizzle combination of multiple
images, where many input pixels contribute to a given output pixel. This effect will be more
pronounced for point sources compared to extended objects and for fewer input frames compared
to many.
Figure 6 shows the difference in photometry, dMag, between separately drizzled exposures of
‘icw811rgq_flt.fits’ and ‘icw811rnq_flt.fits’, which were shown in Figure 4. In the top panel,
AstroDrizzle uses the DQ flags to reject detector artifacts and interpolate over those missing pixels
in the output drizzled science array. In the bottom panel, all DQ flags were ignored while drizzling.
The scatter in dMag (image1 - image2) is ~10% lower when ignoring DQ flags in single images.
This results in ~25% fewer stars with dMag values larger than 3 times the formal error (indicated
with green lines.) The red lines show the effect of a typical 0.4 e-/sec hot pixel on the aperture
photometry as a function of magnitude, and it is clear that interpolation can produce errors that
exceed the flux of the artifact itself. Thus, for all N=1 single exposures, the MDRIZTAB value
for the ‘final_bits’ parameter is set to 65535. This agrees with the results by Hoffmann et al.
(2018) for photometry of single drizzled images with ACS/WFC.
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Figure 6: NGC 2210 photometry, as in Figure 2 but for N=1 images. In this test, dMag represents
the difference in photometry between single exposures drizzled with: (top panel) ‘final_bits’=16,
where all DQ flags are treated as bad except for the stable hot pixels and (bottom panel)
‘final_bits’= 65535, where pixels with DQ flags are treated as good data. The scatter in the dMag
values is ~10% lower in the bottom panel, and the number of objects with magnitude differences
exceeding three times dMag error is reduced by ~25%.

VII. Sky Subtraction Considerations
The parameters ‘skymethod’ and ‘sky_bits’ were not specifically listed as columns in prior
versions the MDRIZTAB, as these functionalities were developed in 2015 with the release of
DrizzlePac 2.0. The ‘skymethod’ controls which algorithm to use for the sky computation, with a
value of ‘localmin’ historically used for pipeline processing. This will compute the sky for each
chip of an individual exposure and will then select the minimum value between chips. The
‘localmin’ attempts to brings the sky level to zero and is most effective for images with sufficient
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regions of pure sky, as opposed to large extended sources or diffuse emission. In many cases,
‘localmin’ results in a slight oversubtraction of the background.
Instead of deriving the background for each exposure independently, the sky background may be
computed using only pixels in common between exposures. When ‘skymethod’ is set to ‘match’,
the computed sky values will be relative (delta) to the sky computed in one of the input images
whose sky value will be set to 0. As a result, the sky level will be equalized between frames but
not removed. Ultimately, matching the sky between frames will improve the fidelity of
AstroDrizzle’s flagging algorithm because it uses only pixels in common between input frames
and is therefore not biased by the changing scene, for example when dithering the telescope by a
significant fraction of the detector field of view.
Some photometry packages assume that the sky background has not been subtracted from the data,
so for drizzled frames produced with ‘localmin’, an extra step must be taken to be add back the
mean sky value to the final drizzled image prior to analysis. For example, the DAOPHOT (Stetson
1987) Reference Guide recommends that “the sky background should NOT be subtracted from
imaging prior to photometry. DAOPHOT fitting routines use an optimal weighting scheme which
depends on the read noise, gain, and true counts in each pixel. If the mean sky has been subtracted,
the computed weights will be incorrect.” Therefore, the DrizzlePac Handbook suggests that the
user can add back the average sky value that was determined from the individual input frames
(Gonzaga et al. 2012). This average sky may be determined by querying the MDRIZSKY keyword
in the merged header table extension HDRTAB of the drizzled image.
The other new parameter ‘sky_bits’ is defined as the integer sum of all DQ bit values from the
input image’s DQ array that should be considered “good” when building masks for sky
computations. The default value of zero will result in all non-zero pixels in the DQ mask to be
considered “bad” pixels, and the corresponding science pixels will not be used for sky
computations.
With the change in the ‘skymethod’ from ‘localmin’ to ‘match’, separate rows in the MDRIZTAB
for narrow band filters have now been removed, so that the same processing is performed for wide,
medium, and narrow filters, defined by rows with filter= ‘ANY’. (This means turning on ‘skysub’
step for the narrow band filters.) In order to be consistent with sky ‘matching’ and not a ‘localmin’
subtraction for N ³ 2 input frames, the ‘skysub’ step has been turned off for single exposures (N=1
input frames) regardless of filter.
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VIII. Drizzled Data with Optimized Parameters
The python commands below summarize the optimized drizzling parameters derived from the
photometric testing for the cases of N=1, 2, and ³ 4 or more input frames, respectively.
>>> astrodrizzle.AstroDrizzle('*flt.fits', output='cluster_n1', skysub=False,
driz_separate=False, median=False, blot=False, driz_cr=False, final_bits=65535)
>>> astrodrizzle.AstroDrizzle('*flt.fits', output='cluster_n2',
skymethod='match', skystat='mode', skylower=-100, skybits=16,
driz_sep_bits=65535, combine_type='minmed',
driz_cr_snr='5.0 4.0', driz_cr_scale='3.0 2.5', crbit=4096, final_bits=528)
>>> astrodrizzle.AstroDrizzle('*flt.fits', output='cluster_n4',
skymethod='match', skystat='mode', skylower=-100, skybits=16,
driz_sep_bits=528, combine_type='median', combine_nhigh=1,
driz_cr_snr='5.0 4.0', driz_cr_scale='3.0 2.5', crbit=4096, final_bits=528)
These are equivalent to running AstroDrizzle with the new reference file with the parameter
‘mdriztab’=True. For easy reference, Table 1 provides a summary of the drizzle parameters which
have changed with respect to the 2010 reference file.

Table 1: Drizzling parameters for the IR detector which have changed between the 2010 reference
file ‘ubi1853pi_mdz.fits’ and the new 2019 reference file ‘3562021pi_mdz.fits’.
2010
MDRIZTAB

2019
MDRIZTAB

Comment

‘skysub’

True (all)
False (narrow)

False (N=1)
True (narrow, N>1)

Subtract/match the sky in the input
FLT data files

‘skymethod’

‘localmin’

‘match’

Algorithm for sky computation

‘sky_bits’

0

16

‘driz_sep_bits’

512+64

65535 (N=2)
512+16 (N>2)

‘driz_cr_scale’

‘1.2 0.7’

‘3.0 2.5’

‘crbit’

0

4096

‘final_bits’

512+64

65535 (N=1)
512+16 (N>1)

DQ bit values to consider as good
pixels when computing the sky
DQ bit values to use for single
drizzled images used to compute
the median image
Scaling factor to apply to the
derivative for flagging cosmic rays
Cosmic ray flag value written to the
DQ array of each input FLT frame
DQ bit values to consider good
pixels for the final combination

Parameter
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Figure 7: Drizzled image of NGC 2210 for 6 dithered FLT frames for the same 40x25” region
shown in Figure 1. Panel 1 shows the science array computed using the new IR calibration but no
additional AstroDrizzle flagging. Panel 2 shows the science array computed with the optimized,
more relaxed set of parameters which produces nearly identical aperture photometry (bottom panel
of Figure 2), but which is cleaned of additional detector artifacts. Panel 3 shows the difference
image with both single and repeated sets of artifacts. In particular, the hot pixel from panel 2a in
Figure 1 (green square) is now properly flagged and rejected.
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While drizzling tutorials typically tell users that they may turn off AstroDrizzle’s rejection
algorithms for WFC3/IR data, this is only true if the reference files adequately capture the timedependent evolution of bad pixels. While the new IR darks and bad pixel tables are significantly
better than the previous set of calibration files, a small population of detector artifacts will likely
remain unflagged, and it is up to the user to determine whether these will impact the fidelity of the
science to be achieved. Additionally, because the IR darks and bad pixel tables are made on a
yearly cadence, the DQ flag values for new observations will not yet be optimal, and therefore
AstroDrizzle’s artifact flagging may still prove useful to improve the combined drizzled images
(Sunnquist, private communication).
Figure 7 shows that the new parameter settings are strong enough to flag many of the strongest
remaining bad pixels, without clipping the cores of stars. The difference image shows that both
positive and negative artifacts are corrected, and while these typically include bad pixels, they may
also include cosmic rays hits that occur during readout and which are therefore not corrected by
calwf3.

IX. Summary
Starting in May 2019, an updated MDRIZTAB reference file ‘3562021pi_mdz.fits’ will be used
by MAST to generate drizzled data products for the IR detector. This reference file contains an
improved set of default parameter values which should work for most datasets.
This new file is designed to work in conjunction with the improved pipeline darks and bad pixel
tables for the IR detector (Sunnquist et al. 2019a, 2019b). Parameters which control the handling
of pixel flags in the FLT data quality array have been updated to reflect changes to the DQ flag
definitions. Previously both stable and unstable hot pixels were flagged with a DQ value of 16,
and those pixels were always treated as bad. Now, only the stable hot pixels are assigned a DQ
flag of 16 and these may now be ‘reclaimed’ as good data while drizzling, since they are corrected
by the new dark. All pixels identified as unstable, either hot or cold, are assigned a DQ flag of 32,
and these continue to be treated as bad data.
After ‘reclaiming’ the stable hot pixels, the drizzled science images have slightly lower noise and
the drizzed weight images (exposure maps) are significantly more uniform. This can be important
for observations designed to optimally sample the PSF with a 4-point subpixel dither (WFC3-IRDITHER-BOX-MIN) pattern. Since the weight images have substantially lower rms, users may
be able to further shrink the ‘final_scale’, and ‘final_pixfrac’ parameters to improve sampling
during manual reprocessing.
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The new MDRIZTAB also includes an improved set of AstroDrizzle parameters for flagging
detector artifacts which are not present in the bad pixel table reference files or which were not
properly corrected via ‘up-the-ramp fitting’. These parameters have been loosed using aperture
photometry of dithered star cluster observations, but can be tightened for observations of extended
objects which are less sensitive to clipping due to their broader radial profiles.
While drizzled images typically preserve the flux of objects, the druzzled data products generated
with the 2010 parameter settings may produce photometry which is too faint for a subset of objects
when compared to the original FLT frames or to drizzled images with no additional artifact
flagging. Users are encouraged to blink the drizzled weight image with the drizzled science array
to verify that regions of the detector with astronomical sources do not have systematically lower
weight than the surrounding pixels.

Recommendations
Observers with archival data obtained prior to May 2019 may reretrieve their data from the MAST
portal to have their data automatically reprocessed and redrizzled with the new dark (DARKFILE),
bad pixel (BPIXTAB), and drizzle parameter (MDRIZTAB) reference files.
More information on aligning and combining WFC3 observations may be found on the DrizzlePac
website (http://drizzlepac.stsci.edu/). In particular, a new set of drizzling tutorials written as
Jupyter notebooks were released in January 2019, and these are compatible with the latest STScI
software distributed via AstroConda. Because the notebooks contain live code and visualizations,
they are an ideal training exercise for new users.
The new drizzling tutorials may be found in the spacetelescope notebooks repository on github at
https://github.com/spacetelescope/notebooks/tree/master/notebooks/DrizzlePac.
While
the
tutorials typically suggest that AstroDrizzle’s artifact rejection steps may be turned off for IR
observations, these may prove useful for further cleaning the drizzled science frames of any
remaining unflagged artifacts. These may include cosmic rays that hit the detector during readout
or stable hot pixels which become unstable. Additionally, because the IR darks and bad pixel tables
are made on a yearly cadence, the DQ flag values for new observations will not be optimal, and
therefore AstroDrizzle’s artifact flagging may be used to further clean the combined drizzled
image.
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